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Introduction

• Today, we will discuss the research frontier on metaheuristic optimization.

• Therefore, we will first introduce what metaheuristic optimization is and why we need.
• Then we will discuss the current state-of-the-art (SOTA) on several of the many, many,

many domains where metaheuristics are applied.
• I can, of course, not discuss all algorithms or applications in detail.
• However, I will introduce each problem, provide typical benchmarks, baselines, and SOTA

algorithms.
• And many, many literature references.
• Therefore, if this lecture interests you in this field, you will have many starting points for

your own research.



Introduction

• Today, we will discuss the research frontier on metaheuristic optimization.
• Therefore, we will first introduce what metaheuristic optimization is and why we need.

• Then we will discuss the current SOTA on several of the many, many, many domains
where metaheuristics are applied.

• I can, of course, not discuss all algorithms or applications in detail.
• However, I will introduce each problem, provide typical benchmarks, baselines, and SOTA

algorithms.
• And many, many literature references.
• Therefore, if this lecture interests you in this field, you will have many starting points for

your own research.



Introduction

• Today, we will discuss the research frontier on metaheuristic optimization.
• Therefore, we will first introduce what metaheuristic optimization is and why we need.
• Then we will discuss the current SOTA on several of the many, many, many domains

where metaheuristics are applied.

• I can, of course, not discuss all algorithms or applications in detail.
• However, I will introduce each problem, provide typical benchmarks, baselines, and SOTA

algorithms.
• And many, many literature references.
• Therefore, if this lecture interests you in this field, you will have many starting points for

your own research.



Introduction

• Today, we will discuss the research frontier on metaheuristic optimization.
• Therefore, we will first introduce what metaheuristic optimization is and why we need.
• Then we will discuss the current SOTA on several of the many, many, many domains

where metaheuristics are applied.
• I can, of course, not discuss all algorithms or applications in detail.

• However, I will introduce each problem, provide typical benchmarks, baselines, and SOTA
algorithms.

• And many, many literature references.
• Therefore, if this lecture interests you in this field, you will have many starting points for

your own research.



Introduction

• Today, we will discuss the research frontier on metaheuristic optimization.
• Therefore, we will first introduce what metaheuristic optimization is and why we need.
• Then we will discuss the current SOTA on several of the many, many, many domains

where metaheuristics are applied.
• I can, of course, not discuss all algorithms or applications in detail.
• However, I will introduce each problem, provide typical benchmarks, baselines, and SOTA

algorithms.

• And many, many literature references.
• Therefore, if this lecture interests you in this field, you will have many starting points for

your own research.



Introduction

• Today, we will discuss the research frontier on metaheuristic optimization.
• Therefore, we will first introduce what metaheuristic optimization is and why we need.
• Then we will discuss the current SOTA on several of the many, many, many domains

where metaheuristics are applied.
• I can, of course, not discuss all algorithms or applications in detail.
• However, I will introduce each problem, provide typical benchmarks, baselines, and SOTA

algorithms.
• And many, many literature references.

• Therefore, if this lecture interests you in this field, you will have many starting points for
your own research.



Introduction

• Today, we will discuss the research frontier on metaheuristic optimization.
• Therefore, we will first introduce what metaheuristic optimization is and why we need.
• Then we will discuss the current SOTA on several of the many, many, many domains

where metaheuristics are applied.
• I can, of course, not discuss all algorithms or applications in detail.
• However, I will introduce each problem, provide typical benchmarks, baselines, and SOTA

algorithms.
• And many, many literature references.
• Therefore, if this lecture interests you in this field, you will have many starting points for

your own research.



Metaheuristics

• So let’s begin.

• What are metaheuristics anyway?
• Metaheuristics are a class of algorithms used for optimization.
• So what is optimization?



Metaheuristics

• So let’s begin.
• What are metaheuristics anyway?

• Metaheuristics are a class of algorithms used for optimization.
• So what is optimization?



Metaheuristics

• So let’s begin.
• What are metaheuristics anyway?
• Metaheuristics are a class of algorithms used for optimization.

• So what is optimization?



Metaheuristics

• So let’s begin.
• What are metaheuristics anyway?
• Metaheuristics are a class of algorithms used for optimization.
• So what is optimization?



What is Optimization?

• There are three ways to approach this topic.

1. Optimization means searching for superlatives.

2. Optimization is the art of solving hard problems.

3. Optimization allows us to find acceptable solutions for problems where our tools from high
school maths and traditional algorithms from computer science are no longer enough,
problems where exact solutions cannot always be reached.
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Views on Optimization, Part 1

• Let’s start with the first view: Superlatives.



Optimization is the search for superlatives

biggest ...
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with the least amount

of fuel...

...shortest path

...the longest possible duration

...at the earliest possibe time

The superlative form of an adjective
is used to show that something has a
quality to the greatest or least degree.

• Optimization means finding superlatives.

• Pick up and deliver packages from different places
to customers using the least amount of fuel188,233–235.

• Pack a set of things into the fewest boxes74,198,252,253.
• Assign tasks to machines such that we can finish our work the at earliest possible time.
• Find a strategy to manage the power of the nodes in this sensor

network so that full coverage is guaranteed for the longest
possible duration.

• And so on.
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• Later, we learn how to quantify hard.
• For now, let’s first think about how to define problem?
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An optimization problem is a situation which

requires deciding for one choice from a set of

possible alternatives in order to reach a

predefined or required benefit at minimal costs.

Solving an optimization problem requires finding

an input element x⋆ within a set � of allowed
elements for which a mathematical function

f :� ↦ ℝ takes on the smallest possible value.
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Views on Optimization, Part 3

• This brings us to the third view of optimization: We need to solve problems where
equations are “not enough” and for which we cannot always find the best solution.

• Let’s start with high school Maths, move to undergraduate computer science, and then
approach this field of problems.
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A Problem that we can solve with high school Maths equations

• A rectangle should be placed inside a square with side
length 13cm as sketched.

• What area has the largest such rectangle?
• We can solve this by realizing that
A❚(x) =

(︁
13cm2)︁− 2

(︁1
2x

2)︁− 2
(︁1

2(13cm − x)2
)︁
.

and
then finding the maximum by setting
0 = A′

❚(x) = −4x+ 26cm.

• We get x̂ = 6.5cm.

and, hence, ˆ︂A❚ = 84.5cm2.

• Maxima and minima are superlatives = optima.
• Sometimes we can simply compute them and do not

need fancy algorithms.
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Problems that algorithms can solve efficiently

• I am at the starting point 合肥大学南二
区北大门.

• I want to go to the goal: 食堂.
• How do I get there the fastest?
• We know the campus map.
• We want to compute the shortest

path (before actually walking it).
• We know all the intersections where I

could make turns.
• There is no mathematical equation that

we can use to solve this.
• But we can use the A⋆ Algorithm105,183,

which iteratively constructs a solution by
adding a heuristic to a cost function.

• For example, I could walk for 27s to this
intersection.

• Or for 83s to that one.
• Or for 195s to that one.
• We have 3 choices: (a) 27s, (b) 83s,

(c) 195s.
• For each intersection, we can compute the

airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal
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• I am at the starting point 合肥大学南二
区北大门.

• I want to go to the goal: 食堂.
• How do I get there the fastest?
• We know the campus map.
• We want to compute the shortest

path (before actually walking it).
• We know all the intersections where I

could make turns.

• There is no mathematical equation that
we can use to solve this.

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• For example, I could walk for 27s to this
intersection.

• Or for 83s to that one.
• Or for 195s to that one.
• We have 3 choices: (a) 27s, (b) 83s,

(c) 195s.
• For each intersection, we can compute the

airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal



Problems that algorithms can solve efficiently

• I am at the starting point 合肥大学南二
区北大门.
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• I am at the starting point 合肥大学南二
区北大门.

• I want to go to the goal: 食堂.
• How do I get there the fastest?
• We know the campus map.
• We want to compute the shortest

path (before actually walking it).
• We know all the intersections where I

could make turns.
• There is no mathematical equation that

we can use to solve this.
• But we can use the A⋆ Algorithm105,183,

which iteratively constructs a solution by
adding a heuristic to a cost function.

• For example, I could walk for 27s to this
intersection.
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• We have 3 choices: (a) 27s, (b) 83s,

(c) 195s.
• For each intersection, we can compute the
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shorter than that.
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• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
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• We confirmed the shortest possible path
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• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• For example, I could walk for 27s to this
intersection.

• Or for 83s to that one.
• Or for 195s to that one.
• We have 3 choices: (a) 27s, (b) 83s,

(c) 195s.
• For each intersection, we can compute the

airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.
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streets (edges) once.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• For example, I could walk for 27s to this
intersection.

• Or for 83s to that one.

• Or for 195s to that one.
• We have 3 choices: (a) 27s, (b) 83s,

(c) 195s.
• For each intersection, we can compute the

airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
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paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.
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streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• For example, I could walk for 27s to this
intersection.

• Or for 83s to that one.
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shorter than that.
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and it takes 268s.
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streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We have 3 choices: (a) 27s+ 213s,
(b) 83s, (c) 195s.

• For each intersection, we can compute the
airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
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and it takes 268s.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We have 3 choices: (a) 27s+ 213s,
(b) 83s+ 221s, (c) 195s.

• For each intersection, we can compute the
airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
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number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We have 3 choices: (a) 27s+ 213s,
(b) 83s+ 221s, (c) 195s+ 362s.

• For each intersection, we can compute the
airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We have 3 choices: (a) 27s+ 213s,
(b) 83s+ 221s, (c) 195s+ 362s.

• For each intersection, we can compute the
airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We have 3 choices: (a) 27s+ 213s,
(b) 83s+ 221s, (c) 195s+ 362s.

• For each intersection, we can compute the
airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We have 3 choices: (a) 27s+ 213s,
(b) 83s+ 221s, (c) 195s+ 362s.

• For each intersection, we can compute the
airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .
• We continue doing this procedure until

the first path to the goal is found.
• We found a first complete path from start

to goal.
• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We have 3 choices: (a) 27s+ 213s,
(b) 83s+ 221s, (c) 195s+ 362s.

• For each intersection, we can compute the
airline distance (as the crow flies) to
the 食堂.

• The actual walking distance can never be
shorter than that.

• Adding the two distances for each node
gives us a good impression of how useful
going there would be.

• (a) it is. . .

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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(83)

557
(195)



Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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557
(195)
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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557
(195)
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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256
(86)

273
(153)

557
(195)



Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal

240
(27)

304
(83)

256
(86)

273
(153)

557
(195)



Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal

240
(27)
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(83)

256
(86)

273
(153)

557
(195)
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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(86)

273
(153)

557
(195)

130130
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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(86)
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273
(153)

557
(195)



Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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(27)
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(83)
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(86)
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(132)

273
(153)

557
(195)



Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

43
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557
(195)
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal

240
(27)

304
(83)

256
(86)

262
(132)

262
(160)

316
(175)

273
(153)

557
(195)



Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal

240
(27)

304
(83)

256
(86)

262
(132)

262
(160)

316
(175)

273
(153)

557
(195)



Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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557
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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(27)
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(83)

256
(86)
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(175)

273
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557
(195)
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal

240
(27)

304
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256
(86)
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(160)

316
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273
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557
(195)

30
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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30
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.
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(27)
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(86)

262
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262
(160)

265
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316
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273
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557
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
are at least as long can be ignored.

• We confirmed the shortest possible path
and it takes 268s.

• In the worst case, the A⋆ Algorithm needs
to “look” at all intersections (nodes) and
streets (edges) once.

• Usually, it is quite efficient to find shortest
paths on maps.

• If we look for shortest paths that do not
visit any node twice, where the edge
distances are not negative, where the
number of choices per node is limited,
and where the graph and path are not too
big/long – then this algorithm is very
efficient.

start

goal

240
(27)

304
(83)

256
(86)

262
(132)

262
(160)

265
(215)

316
(175)

273
(153)

557
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Problems that algorithms can solve efficiently

• But we can use the A⋆ Algorithm105,183,
which iteratively constructs a solution by
adding a heuristic to a cost function.

• We continue doing this procedure until
the first path to the goal is found.

• We found a first complete path from start
to goal.

• It has the total length 268s.
• Now we need to only check the remaining

paths that might be shorter, those that
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Transition to Hard Problems

• So we first looked at an optimization problem that can easily be solved to optimality using
high school mathematics.

• Then we looked at a problem that can be solved to optimality using an algorithm that you
should have learned during your Bachelor’s studies.

• What about hard problems?
• What about problems where traditional Maths and algorithms do not really help us much?
• Here we go.
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Bin Packing Problem

• My car can carry T kg of weight.

• I have n objects, each with weight wi with i in 1 to n.
• How can I pack my car so that I can carry them from A to B with the fewest possible

hauls?252,253
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Traveling Salesperson Problem

• Find the shortest path that visits n locations and returns back to its origin.5,138
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• These are just two examples from a huge family of problems called NP-hard.
• What does that mean?

If an algorithm guarantees to always find the best-possible solution
for an NP-hard problem, then its worst-case runtime will grow
exponential with the input size n.

If we want to get the optimal solution,
it will sometimes/often/always take too long.
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Example: RLS and the (1 + 1) EA

• SLS with |Si| = |Ni| = 1 is the simplest realization of the metaheuristic idea.

• Randomized local search (RLS) and the (1 + 1) evolutionary algorithm ((1 + 1) EA) work
according to this pattern40,72.

• They accept the new solution if it is better or equally good compared to the current
solution.
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Example: Simulated Annealing
• Simulated Annealing (SA)126 is a

local search that accepts also
worsening moves, but with a
probability that decreases over time
and with the difference in solution
quality.

• Let’s start with RLS/(1 + 1) EA
and modify it to become SA.

• R1
0 be a random number uniformly

distributed in [0, 1).
• High temperatures T increase the

acceptance probability P of worse
solutions, low T reduce it.

• P is regulated by temperature
schedule with parameter T0.

• SA also remembers best-so-far solution xB and its objective value yB, because it could get
lost.
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Problem Domains

• We now have at least a cursory understanding of metaheuristics.

• So let’s directly skip directly to the research frontier of this field.
• Let us therefore look a handful of discrete and combinatorial problems.
• (We ignore the continuous domain X = Rn.)
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Black-Box Discrete Optimization Benchmarks: Introduction

• Problem: Search space X corresponds to the set {0, 1}n of bit strings of length n and
nothing is known about objective function f : {0, 1}n ↦→ N0.

• Benchmarks here often have the goal to investigate problematic aspects of discrete
problems in isolation66,250.

• The benchmarks are functions that scale with n and are usually computable in O(n)
or O(n2).

• Their optima are known (but the algorithms we apply to them don’t know them).
• So what are such benchmarks?
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Black-Box Discrete Optimization Benchmarks: Benchmarks

• OneMax73,172: maximize number of 1 bits, very easy, single optimum.

• Linear Harmonic Function (LinHarm)66,72: like OneMax, but bits have linearly increasing
weights.

• Binary Integer (BinInt)215: like LinHarm, but bits have exponentially increasing weights.
• LeadingOnes196,242: number of leading 1 bits; contribution of variable xi depends on all

variables xj with j < i.
• Trap72,176: OneMax, but optimum and worse solution swapped – extremely hard, local

search needs exponential runtime.
• TwoMax87,221: two optima, a global and a local one, of same size, local search needs

exponential runtime with 50% probability.
• Jump72,87: like OneMax, but last ω bit flips around optimum are deceptive = lead away

from optimum.
• Plateau4: like Jump, but last ω bit fips around optimum are neutral = have same objective

value.
• Ising Models66,82,83: variables should take on same values as neighbors in a given

tology (ring, torus, . . . ); many interactions between variables.
• N-Queens66: place N queens on a chessboard so that they cannot beat each other, many

interactions between variables.
• W-Model (W-Model)232,240: allows you to tune and combine the above features.
• If an algorithm performs well on all of these problems, then it can probably also solve real

problems quite well. . .

0
5

1
5

2
5

3
5

OneMax, n=32

number of 1 bits = 𝜮x

f(x)

0 5 10 15 20 25 30

0
5

1
5

2
5

3
5



Black-Box Discrete Optimization Benchmarks: Benchmarks

• OneMax73,172

• Linear Harmonic Function (LinHarm)66,72: like OneMax, but bits have linearly increasing
weights.

• Binary Integer (BinInt)215: like LinHarm, but bits have exponentially increasing weights.
• LeadingOnes196,242: number of leading 1 bits; contribution of variable xi depends on all

variables xj with j < i.
• Trap72,176: OneMax, but optimum and worse solution swapped – extremely hard, local

search needs exponential runtime.
• TwoMax87,221: two optima, a global and a local one, of same size, local search needs

exponential runtime with 50% probability.
• Jump72,87: like OneMax, but last ω bit flips around optimum are deceptive = lead away

from optimum.
• Plateau4: like Jump, but last ω bit fips around optimum are neutral = have same objective

value.
• Ising Models66,82,83: variables should take on same values as neighbors in a given

tology (ring, torus, . . . ); many interactions between variables.
• N-Queens66: place N queens on a chessboard so that they cannot beat each other, many

interactions between variables.
• W-Model232,240: allows you to tune and combine the above features.
• If an algorithm performs well on all of these problems, then it can probably also solve real

problems quite well. . .



Black-Box Discrete Optimization Benchmarks: Benchmarks

• OneMax73,172, Linear Harmonic Function (LinHarm)66,72

• Binary Integer (BinInt)215: like LinHarm, but bits have exponentially increasing weights.

• LeadingOnes196,242: number of leading 1 bits; contribution of variable xi depends on all
variables xj with j < i.

• Trap72,176: OneMax, but optimum and worse solution swapped – extremely hard, local
search needs exponential runtime.

• TwoMax87,221: two optima, a global and a local one, of same size, local search needs
exponential runtime with 50% probability.

• Jump72,87: like OneMax, but last ω bit flips around optimum are deceptive = lead away
from optimum.

• Plateau4: like Jump, but last ω bit fips around optimum are neutral = have same objective
value.

• Ising Models66,82,83: variables should take on same values as neighbors in a given
tology (ring, torus, . . . ); many interactions between variables.

• N-Queens66: place N queens on a chessboard so that they cannot beat each other, many
interactions between variables.

• W-Model232,240: allows you to tune and combine the above features.
• If an algorithm performs well on all of these problems, then it can probably also solve real

problems quite well. . .



Black-Box Discrete Optimization Benchmarks: Benchmarks

• OneMax73,172, Linear Harmonic Function (LinHarm)66,72, Binary Integer (BinInt)215

• LeadingOnes196,242: number of leading 1 bits; contribution of variable xi depends on all
variables xj with j < i.

• Trap72,176: OneMax, but optimum and worse solution swapped – extremely hard, local
search needs exponential runtime.

• TwoMax87,221: two optima, a global and a local one, of same size, local search needs
exponential runtime with 50% probability.

• Jump72,87: like OneMax, but last ω bit flips around optimum are deceptive = lead away
from optimum.

• Plateau4: like Jump, but last ω bit fips around optimum are neutral = have same objective
value.

• Ising Models66,82,83: variables should take on same values as neighbors in a given
tology (ring, torus, . . . ); many interactions between variables.

• N-Queens66: place N queens on a chessboard so that they cannot beat each other, many
interactions between variables.

• W-Model232,240: allows you to tune and combine the above features.
• If an algorithm performs well on all of these problems, then it can probably also solve real

problems quite well. . .



Black-Box Discrete Optimization Benchmarks: Benchmarks

• OneMax73,172, Linear Harmonic Function (LinHarm)66,72, Binary Integer (BinInt)215,
LeadingOnes196,242

• Trap72,176: OneMax, but optimum and worse solution swapped – extremely hard, local
search needs exponential runtime.

• TwoMax87,221: two optima, a global and a local one, of same size, local search needs
exponential runtime with 50% probability.

• Jump72,87: like OneMax, but last ω bit flips around optimum are deceptive = lead away
from optimum.

• Plateau4: like Jump, but last ω bit fips around optimum are neutral = have same objective
value.

• Ising Models66,82,83: variables should take on same values as neighbors in a given
tology (ring, torus, . . . ); many interactions between variables.

• N-Queens66: place N queens on a chessboard so that they cannot beat each other, many
interactions between variables.

• W-Model232,240: allows you to tune and combine the above features.
• If an algorithm performs well on all of these problems, then it can probably also solve real

problems quite well. . .

0
5

1
5

2
5

3
5

OneMax, n=32

Trap, n=32

number of 1 bits = 𝜮x

f(x)

0 5 10 15 20 25 30

0
5

1
5

2
5

3
5



Black-Box Discrete Optimization Benchmarks: Benchmarks

• OneMax73,172, Linear Harmonic Function (LinHarm)66,72, Binary Integer (BinInt)215,
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Black-Box Discrete Optimization Benchmarks: Baselines

• So what are the baseline algorithms for black-box discrete optimization, i.e., the algorithms
that you absolutely must beat and against which any new idea should be compared?

• randomized local search (RLS): unary operator flips 1 bit

• (1 + 1) EA: unary operator flips each bit with probability 1/n
• Standard Genetic Algorithm (SGA)9,95,226: traditional population-based GA, now outdated
• Tabu Search (TS): like RLS, but forbit flipping of recently flipped bits to avoid cycles
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• The SOTA algorithms are the most interesting methods currently put forward by research.

• The Self-Adjusting (1 + (λ, λ)) GA by Carvalho Pinto and Doerr [40, 61]: linear runtime on
OneMax.

• The Greedy (2 + 1) GA by Sudholt [39, 40, 208, 209]: An algorithm using a binary operator
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250], i.e., the (1 + 1) EA with Frequency Fitness Assignment (FFA): the only algorithm
achieving polynomial runtime on Trap, TwoMax, and Jump.
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Maximum Satisfiability Problem: Introduction
• The goal of the Maximum

Satisfiability (MaxSAT)48,109 problem
is to find a setting of n variables that
makes a Boolean formula F become
True. The variables appear directly
or negated in m OR-clauses, whose
results flow into one AND-clause.

• X is the set of all possible bit strings
of length n.

• The objective function f : X ↦→ N0 is
the number of unsatisfied
OR-clauses.

• If the problem can be solved, then
the optimum x⋆ ∈ X has f(x⋆) = 0,
i.e., all clauses satisfied, i.e.,
F (x⋆) = True.

• MaxSAT is NP-complete48.
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Maximum Satisfiability Problem: Benchmarks

• At so-called phase transition region with m
n ≈ 4.26, the average instance hardness for SLS

algorithms is maximal63,64,111, so instances from this region are most interesting.

• SATLIB110,111 provides satisfiable benchmark instances from the phase transition
region (i.e., the hardest type of instances) for different scales n ∈ 20 ∪ {25i ∀i ∈ 2..10},
which is enough to test black-box algorithms.

• The MaxSAT Evaluation (MSE) offers a much more comprehensive and up-to-date set of
benchmark instances117 as well as solvers and results222.
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• We can distinguish complete and incomplete MaxSAT solvers96.

• Complete Solvers: guaranteed to output a provably optimal solution to any instance, i.e., a
solution that solves as many clauses as possible, given enough runtime and memory.

• Incomplete Solvers: provide good solutions quickly, but may not guarantee optimality.

• Metaheuristics tend to be incomplete solvers and these are therefore more interesting for
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• Traditional incomplete solvers that are the very bottom line against we should compare
new idea at least are. . .

:
• As black-box baselines, we can use the algorithms already listed for discrete benchmarks.

• A good problem-specific baseline is WalkSAT by Selman, Kautz, and Cohen [199].
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Low Autocorrelation Binary Sequences: Introduction

• Low-Autocorrelation Binary Sequences (LABS) are bit strings of length n whose
autocorrelation is as low as possible.

• This means that sub-sequences of any length 1 ≤ k < n should ideally never repeat.
• The objective function f : {0, 1}n ↦→ N0 represents the energy of a bit string x and can be

defined as f(x) =
∑︁n−1

k=1

(︂∑︁n−1−k
i=0 si · si+k

)︂2
with sj = 2xj − 1.

• Such sequences are needed for communication engineering33,171, cryptography171, as well as
modulation pulses in radar and sonar ranging179.

• The LABS is NP-hard219.
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• The baselines for this problem are. . .

:
• The algorithms listed under discrete optimization benchmarks.

• For small scales n the Genetic Algorithm (GA) by Militzer, Zamparelli, and Beule [164] or the
exhaustive enumeration by Mertens [161].

• See also the (outdated) online repository https://github.com/borkob/git_labs by
Bošković, Brglez, and Brest [32].
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• The SOTA, i.e., the best current algorithms for LABS are. . .

:
• the algorithm by Dimitrov [58]
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• the Memetic Algorithm (MA) by Mow, Du, and Wu [171]
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• the xLastovka-family of methods by Bošković and Brest [31, 34]

, and

• the SLS by Dimitrov, Baitcheva, and Nikolov [59] (= best-performing method).
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Black-Box Permutation Problems: Introduction

• The search space X corresponds to the set of all permutations of the first n natural
numbers.

• The algorithms know nothing about the problem nature, they only can sample
permutations x and compute their objective values f(x).

• When faced with a new problem where solutions can be mapped to permutations, it makes
sense to try the baseline algorithms from this field.
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Black-Box Permutation Problems: Baselines

• Some baselines for any permutation-based problem include. . .

:
• randomized local search (RLS) with a unary operator that swaps two elements

,
• RLS with a unary operator that swaps a binomially distributed number of elements (similar

to the (1 + 1) evolutionary algorithm ((1 + 1) EA) for permutations)

,

• Simulated Annealing (SA) with the same operators and suitable exponential temperature
schedule setups

,

• Tabu Search (TS) with the same operator that forbids moving values to recently-used
indicess

, and a

• (µ+ λ) evolutionary algorithm ((µ+ λ) EA) with these operators and maybe Alternating
Position Crossover (AP)134,135.



Black-Box Permutation Problems: Baselines

• Some baselines for any permutation-based problem include:
• randomized local search (RLS) with a unary operator that swaps two elements

,
• RLS with a unary operator that swaps a binomially distributed number of elements (similar

to the (1 + 1) evolutionary algorithm ((1 + 1) EA) for permutations)

,

• Simulated Annealing (SA) with the same operators and suitable exponential temperature
schedule setups

,

• Tabu Search (TS) with the same operator that forbids moving values to recently-used
indicess

, and a

• (µ+ λ) evolutionary algorithm ((µ+ λ) EA) with these operators and maybe Alternating
Position Crossover (AP)134,135.



Black-Box Permutation Problems: Baselines

• Some baselines for any permutation-based problem include:
• randomized local search (RLS) with a unary operator that swaps two elements,
• RLS with a unary operator that swaps a binomially distributed number of elements (similar

to the (1 + 1) evolutionary algorithm ((1 + 1) EA) for permutations)

,
• Simulated Annealing (SA) with the same operators and suitable exponential temperature

schedule setups

,

• Tabu Search (TS) with the same operator that forbids moving values to recently-used
indicess

, and a

• (µ+ λ) evolutionary algorithm ((µ+ λ) EA) with these operators and maybe Alternating
Position Crossover (AP)134,135.



Black-Box Permutation Problems: Baselines

• Some baselines for any permutation-based problem include:
• randomized local search (RLS) with a unary operator that swaps two elements,
• RLS with a unary operator that swaps a binomially distributed number of elements (similar

to the (1 + 1) evolutionary algorithm ((1 + 1) EA) for permutations),
• Simulated Annealing (SA) with the same operators and suitable exponential temperature

schedule setups

,
• Tabu Search (TS) with the same operator that forbids moving values to recently-used

indicess

, and a

• (µ+ λ) evolutionary algorithm ((µ+ λ) EA) with these operators and maybe Alternating
Position Crossover (AP)134,135.



Black-Box Permutation Problems: Baselines

• Some baselines for any permutation-based problem include:
• randomized local search (RLS) with a unary operator that swaps two elements,
• RLS with a unary operator that swaps a binomially distributed number of elements (similar

to the (1 + 1) evolutionary algorithm ((1 + 1) EA) for permutations),
• Simulated Annealing (SA) with the same operators and suitable exponential temperature

schedule setups,
• Tabu Search (TS) with the same operator that forbids moving values to recently-used

indicess

, and a
• (µ+ λ) evolutionary algorithm ((µ+ λ) EA) with these operators and maybe Alternating

Position Crossover (AP)134,135.



Black-Box Permutation Problems: Baselines

• Some baselines for any permutation-based problem include:
• randomized local search (RLS) with a unary operator that swaps two elements,
• RLS with a unary operator that swaps a binomially distributed number of elements (similar

to the (1 + 1) evolutionary algorithm ((1 + 1) EA) for permutations),
• Simulated Annealing (SA) with the same operators and suitable exponential temperature

schedule setups,
• Tabu Search (TS) with the same operator that forbids moving values to recently-used

indicess, and a
• (µ+ λ) evolutionary algorithm ((µ+ λ) EA) with these operators and maybe Alternating

Position Crossover (AP)134,135.



(Multi-)Permutation Problems

Traveling Salesperson Problem



Traveling Salesperson Problem: Introduction

• The goal of a TSP is to find the shortest round-trip tour through n cities.

• Solutions are often encoded as permutations x, where each city gets a number and the
order of numbers in the permutation corresponds to the order of cities in the tour.

• The distances between the n cities are given in a n× n distance matrix A, where A[a, b] is
the distance from city a to city b.

• Hence, the objective function subject to minimization
is f(x) = A[xn, x1] +

∑︁n−1
i=1 A[xi, xi+1].

• The TSP has many applications5, including in transportation, logistics, (circuit) plotting
and drilling problems102, telescope aiming, and genome sequencing.

• The TSP is NP-hard89,103,132.
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Traveling Salesperson Problem: Benchmarks

• The commone benchmark instances for the TSP can be obtained from. . .

:
• TSPLib with 110 symmetric instances with scales n ∈ 14..85 900 and 19 asymmetric

instances with scales n ∈ 17..443194,195.

• The instances of the 8th DIMACS challenge122–124, which have up to 10 000 000 cities.
• The World TSP repository51 with many real-world geographical instances, including one with

all 1 904 711 registered populated places of the Earth at some point in time in the 2000s.
• The TSP Suite, which offers an integrated Java environment for benchmarking algorithms on

the TSPLib instances230.
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Traveling Salesperson Problem: Baselines

• Besides permutation baselines, the baseline for the TSP is the Lin-Kernighan (LK)
algorithm146, which exchanges variable number of edges in a tour in each step.



Traveling Salesperson Problem: SOTA

• The SOTA on the TSP comprises. . .

:
• The Lin-Kernighan Helsgaun (LKH) algorithm building on top of the LK algorithm106,107.

• An evolutionary algorithm (EA) with edge assembly crossover (EAX) as binary operator by
Nagata and Kobayashi [173–175].

• An Memetic Algorithm (MA) with Generalized Partition Crossover (GPX) as binary operator
by Whitley, Hains, and Howe [243].

• Especially: LKH run in an MA-fashion with GPX as binary operator as proposed by Tinós,
Helsgaun, and Whitley [218].

• Concorde, an exact solver for the Traveling Salesperson Problem (TSP) by Applegate, Bixby,
Chvátal, and Cook [5, 49, 50], which even solved the largest instance of TSPLib (with
85 900 cities) to optimality!

(This algorithm uses LK-style algorithms methods like LKH to
find its starting point.)
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Quadratic Assignment Problem: Introduction

• In a Quadratic Assignment Problem (QAP), n facilities need to be assigned to
n locations36,43,130,151.

• Such an assignment can be represented as a permutation x of the first n natural numbers,
where xi specifies the location where facility i should be placed.

• A is the distance matrix and A[a, b] is the distance from location a to location b.
• B is the flow matrix and B[i, j] is the amount of material flowing (e.g., daily) from

facility i to facility j.
• We want to minimize the objective function f(x) =

∑︁n
i=1

∑︁n
j=1 A[xi, xj ] ∗B[i, j], i.e., we

want to minimize the sum of the products of distance and flows.
• The QAP has applications such as building layout52,76,131, keyboard layout38, circuit design77,

wiring204, and scheduling203.
• The QAP is NP-complete71,197 and even among this problem class, is considered as

particularly hard for metaheuristics20,36,151,207.
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Quadratic Assignment Problem: Benchmarks

• The typical benchmark for the QAP are the 136 instances of QAPLIB35,37, 28 of which
have not yet been solved to optimality3 (at least by 2023).



Quadratic Assignment Problem: Baselines

• Algorithms that have performed well on the QAP and therefore are baselines include. . .

:
• the robust Tabu Search (TS) algorithms by Taillard [211, 212] and Misevičius [165]

,
• Simulated Annealing (SA) by Thonemann and Bölte [217], Misevičius [166]

,

• the Reactive Tabu Search (RTS) by Battiti and Tecchiolli [13, 14]

, and

• the iterated local search (ILS) by Stützle [207].
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Quadratic Assignment Problem: SOTA

• Beham, Affenzeller, and Pitzer [20] provide a nice experimental overview on the SOTA of
the QAP.

• Apart from this, we can identify the following methods

:
• the Memetic Algorithms (MAs) by Fleurent and Ferland [85] and Taillard and Gambardella

[213], which use the TS from 212 as local search,

• the MA by Merz and Freisleben [162], and
• the Iterated TS by Misevičius [168].
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Job Shop Scheduling Problem: Introduction

• The Job Shop Scheduling Problem (JSSP) 28,45,101,137 is one of the most prominent and
well-studied scheduling tasks.

• A JSSP instance is defined by k jobs with operations that need to be processed by each of
the m machines in a job-specific order.

• Each such operation of each job needs a specific time.
• Job 0 first goes for 10s to machine 0.
• Job 1 first goes for 20s to machine 1
• The goal is to find the assignment of jobs to machines with the smallest possible

makespan, i.e., the schedule (Gantt chart127,244) that finishes the fastest.
• The JSSP is a NP-hard42,136,137.
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• The goal is to find the assignment of jobs to machines with the smallest possible

makespan, i.e., the schedule (Gantt chart127,244) that finishes the fastest.
• The JSSP is a NP-hard42,136,137.
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• A JSSP instance is defined by k jobs with operations that need to be processed by each of
the m machines in a job-specific order.

• Each such operation of each job needs a specific time.
• Job 0 first goes for 10s to machine 0, then it goes for 20s to machine 1, then for 20s to

machine 2, then for 40s to machine 3, and finally for 10s to machine 4.
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Job Shop Scheduling Problem: Possible Metaheuristic Approach

• The vast majority of the SOTA algorithms for the JSSP use graph-based representations
for solutions28,177.

• However, schedules / Gantt charts / graphs are complex data structures.
• Defining search operators for them is a bit more complicated than working on

permutations or bit strings.
• However, it is possible to map permutations of operations to Gantt charts.
• And we know how to search in a space of permutations. . .
• Idea by Gen, Tsujimura, and Kubota [90], Bierwirth [26, 27], and Shi, Iima, and

Sannomiya [200]:

• The search space X corresponds of permutations with repetitions x, where each of the
k job IDs appears m times, i.e., the problem scale is n = k ∗m.

• The solution space Y is the set of correct Gantt charts y.
• A decoding function γ : X ↦→ Y is designed that constructs a Gantt chart y = γ(x) from

such a permutation x.
• Then we can use the algorithms and operators we already know. . .

• The decoder γ processes the permutations x ∈ X from beginning to end and places the
operations belonging to the listed jobs at their corresponding machines at the earliest
possible time in a Gantt chart y ∈ Y.
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Job Shop Scheduling Problem: Benchmark

• The 8 most common sets of JSSP benchmark instances are abz 1, dmu57, ft84, la139, orb6,
swv 205, ta210, and yn247.

• Their data can be found (sometimes partially) in several repositories in the Internet, such
as

• the OR-Library managed by Beasley [18, 19]
https://people.brunel.ac.uk/~mastjjb/jeb/info.html

,
• Shylo’s page http://optimizizer.com/jobshop.php

, or

• my own repository 227 at https://github.com/thomasWeise/jsspInstancesAndResults,
where I collect all the above problem instances and many results from existing works.

https://people.brunel.ac.uk/~mastjjb/jeb/info.html
http://optimizizer.com/jobshop.php
https://github.com/thomasWeise/jsspInstancesAndResults
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Job Shop Scheduling Problem: Benchmark

• The 8 most common sets of JSSP benchmark instances are abz 1, dmu57, ft84, la139, orb6,
swv 205, ta210, and yn247.

 +++++++++++++++++++++++++++++

 Lawrence 15x10 instance (Table 7, instance 4); also called (setb4) or (B4)

 15 10

 7  8 9 75 0 72 6 74 4 30 8 43 2 38 5 98 1 26 3 19

 6 19 8 73 3 43 0 23 1 85 4 39 5 13 9 26 2 67 7  9

 1 50 3 93 5 80 4  7 0 55 2 61 6 57 8 72 9 42 7 46

 1 68 7 43 4 99 6 60 5 68 0 91 8 11 3 96 9 11 2 72

 7 84 2 34 8 40 5  7 1 70 6 74 3 12 0 43 9 69 4 30

 8 60 0 49 4 59 5 72 9 63 1 69 7 99 6 45 3 27 2  9

 6 71 2 91 8 65 1 90 9 98 4  8 7 50 0 75 5 37 3 17

 8 62 7 90 5 98 3 31 2 91 4 38 9 72 1  9 0 72 6 49

 4 35 0 39 9 74 5 25 7 47 3 52 2 63 8 21 6 35 1 80

 9 58 0  5 3 50 8 52 1 88 6 20 2 68 5 24 4 53 7 57

 7 99 3 91 4 33 5 19 2 18 6 38 0 24 9 35 1 49 8  9

 0 68 3 60 2 77 7 10 8 60 5 15 9 72 1 18 6 90 4 18

 9 79 1 60 3 56 6 91 2 40 8 86 7 72 0 80 5 89 4 51

 4 10 2 92 5 23 6 46 8 40 7 72 3  6 1 23 0 95 9 34

 2 24 5 29 9 49 8 55 0 47 6 77 3 77 7  8 1 28 4 48

15 jobs

10 machines
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 2 24 5 29 9 49 8 55 0 47 6 77 3 77 7  8 1 28 4 48

15 jobs

10 machines

+++++++++++++++++++++++++++++

 Storer, Wu, and Vaccari hard 50x10 instance (Table 2, instance 15)

 50 10

  2  93  4  40  0   1  3  77  1  77  5  16  9  74  8  11  6  51  7  92

  0  92  4  80  1  76  3  59  2  70  5  86  9  17  6  78  7  30  8  93

  1  44  2  92  3  96  4  77  0  53  9  10  7  49  5  84  8  59  6  14

  1  60  2  19  3  76  0  73  4  85  7  13  8  93  5  68  9  50  6  78

  2  20  0  24  3  41  1   2  4   4  9  44  7  79  8  81  5  16  6  39

  3  41  2  35  1  32  4  18  0  15  8  98  6  29  5  19  7  14  9  26

  1  59  0  45  4  53  3  44  2  98  5  84  6  23  7  45  8  39  9  89

  1  30  4  51  3  25  0  51  2  84  6  60  5  45  7  89  8  25  9  97

  0  47  3  18  2  40  4  62  1  58  5  36  7  93  8  77  9  90  6  15

  3  33  1  68  0  41  4  72  2  20  6  69  7  47  5  22  9  47  8  22

  2  28  1 100  4  20  0  35  3  26  5  24  9  41  6  42  7 100  8  32

  0  65  2  12  4  53  3  93  1  40  8  18  7  23  5  60  6  89  9  53

  0  58  1  60  4  97  3  31  2  50  9  85  5  64  7  38  6  85  8  35

  3  64  0  58  1  49  2  45  4   9  8  49  6  22  5  99  9  15  7   7

  0  10  4  85  3  72  2  37  1  77  5  70  7  45  9   8  6  83  8  57

  4  93  0  87  1  87  2  18  3   4  8  78  5  67  9  20  6  17  7  35

  4  72  0  56  3  57  2  15  1  45  6  41  5  40  9  85  8  32  7  81

  0  36  3  63  4  79  2  32  1   5  6  25  7  86  9  91  5  21  8  35

  2  83  4  29  0   9  1  38  3  73  7  50  9  99  5  18  8  29  6  41

  0 100  3  29  2  60  4  63  1  64  8  71  6  35  5  26  9   9  7  22

  1  81  0  60  3  62  4  48  2  68  7  28  5  69  8  92  6  79  9  10

  0  40  4  80  1  41  2  10  3  68  8  28  9  51  7  33  6  82  5  25

  4  30  2  12  0  35  3  17  1  70  9  29  7  18  8  93  6  94  5  37

  1  36  2  41  3  27  4  36  0  78  7  64  6  88  5  25  9  92  8  66

  2  65  3  27  4  74  0  32  1  40  5  88  8  73  6  92  7  83  9  42

  0  48  1  85  2  92  4  95  3  61  8  72  9  76  5  58  7  11  6  89

  3  84  2  50  0  70  4  24  1  42  9  55  5 100  6  70  7   4  8  68

  0  95  4  41  2  11  3  98  1  85  5  64  6   8  7  26  8   6  9   6

  0  84  2  49  1  17  3  69  4  55  8  75  6  45  9  38  7  59  5  28

  2  48  0  29  4   1  1  64  3  41  5  23  7  64  9  31  6  56  8  12

  2  81  4  25  3  33  0  22  1  50  5  74  9  56  8  33  7  85  6  83

  1  62  4  25  0  21  2  20  3   8  6  36  9   9  5  91  8  90  7  49

  1  43  0  16  2  91  3  96  4  24  5  11  9  91  7  41  8  35  6  66

  1  91  2  20  4  44  0  42  3  87  9  57  6  15  5  38  8  42  7  89

  0  33  3  95  4  68  2  22  1  80  7  53  8  13  9  70  5  22  6  69

  0  15  3  47  1  24  2  31  4  41  8  14  9  28  7  59  5  52  6  39

  2  95  0  42  4   5  1  57  3  67  6  30  9  21  8  70  5   9  7  20

  2  54  0  15  1  20  3  64  4  83  9  40  7   6  5  89  6  91  8  48

  0  22  4  27  1  77  3  25  2  16  8  72  9  61  6  75  7  4   5  19

  3  68  1  82  2  16  0  83  4   2  7  10  8  88  5  41  9  21  6  66

  1  64  0  76  2  85  3  71  4  97  5  97  7   8  6  40  8  70  9  35

  0  94  1  45  2  94  4  84  3  44  8  41  5  30  7  47  6  19  9  22

  2  23  1  10  0  82  3  93  4  90  8  67  7   9  9  18  5  22  6  87

  0  75  2  27  4  97  3   9  1  57  9  14  5  50  7  31  8  62  6  23

  1  42  3  41  2  35  0  75  4  18  9  65  7  38  6  38  8  51  5  56

  4  72  1  63  0  33  2  27  3  41  5  52  7  42  9  10  6  14  8  71

  2  91  1  89  0  44  4  91  3  26  6  49  5  22  8  31  9  69  7   5

  3  42  1  34  0   4  4  34  2  16  6  86  7  25  8  99  5  67  9  25

  4  34  1  93  0  26  3  81  2   9  7  96  8  79  9  68  5  76  6  10

  3  19  1  47  4  13  2  98  0  32  7  12  9  45  6  52  8  49  5  34

50 jobs

10 machines



Job Shop Scheduling Problem: Benchmark

• The 8 most common sets of JSSP benchmark instances are abz 1, dmu57, ft84, la139, orb6,
swv 205, ta210, and yn247.
 +++++++++++++++++++++++++++++

 Lawrence 15x10 instance (Table 7, instance 4); also called (setb4) or (B4)

 15 10

 7  8 9 75 0 72 6 74 4 30 8 43 2 38 5 98 1 26 3 19

 6 19 8 73 3 43 0 23 1 85 4 39 5 13 9 26 2 67 7  9

 1 50 3 93 5 80 4  7 0 55 2 61 6 57 8 72 9 42 7 46

 1 68 7 43 4 99 6 60 5 68 0 91 8 11 3 96 9 11 2 72

 7 84 2 34 8 40 5  7 1 70 6 74 3 12 0 43 9 69 4 30

 8 60 0 49 4 59 5 72 9 63 1 69 7 99 6 45 3 27 2  9

 6 71 2 91 8 65 1 90 9 98 4  8 7 50 0 75 5 37 3 17

 8 62 7 90 5 98 3 31 2 91 4 38 9 72 1  9 0 72 6 49

 4 35 0 39 9 74 5 25 7 47 3 52 2 63 8 21 6 35 1 80

 9 58 0  5 3 50 8 52 1 88 6 20 2 68 5 24 4 53 7 57

 7 99 3 91 4 33 5 19 2 18 6 38 0 24 9 35 1 49 8  9

 0 68 3 60 2 77 7 10 8 60 5 15 9 72 1 18 6 90 4 18

 9 79 1 60 3 56 6 91 2 40 8 86 7 72 0 80 5 89 4 51

 4 10 2 92 5 23 6 46 8 40 7 72 3  6 1 23 0 95 9 34

 2 24 5 29 9 49 8 55 0 47 6 77 3 77 7  8 1 28 4 48

15 jobs

10 machines

+++++++++++++++++++++++++++++

 Storer, Wu, and Vaccari hard 50x10 instance (Table 2, instance 15)

 50 10

  2  93  4  40  0   1  3  77  1  77  5  16  9  74  8  11  6  51  7  92

  0  92  4  80  1  76  3  59  2  70  5  86  9  17  6  78  7  30  8  93

  1  44  2  92  3  96  4  77  0  53  9  10  7  49  5  84  8  59  6  14

  1  60  2  19  3  76  0  73  4  85  7  13  8  93  5  68  9  50  6  78

  2  20  0  24  3  41  1   2  4   4  9  44  7  79  8  81  5  16  6  39

  3  41  2  35  1  32  4  18  0  15  8  98  6  29  5  19  7  14  9  26

  1  59  0  45  4  53  3  44  2  98  5  84  6  23  7  45  8  39  9  89

  1  30  4  51  3  25  0  51  2  84  6  60  5  45  7  89  8  25  9  97

  0  47  3  18  2  40  4  62  1  58  5  36  7  93  8  77  9  90  6  15

  3  33  1  68  0  41  4  72  2  20  6  69  7  47  5  22  9  47  8  22

  2  28  1 100  4  20  0  35  3  26  5  24  9  41  6  42  7 100  8  32

  0  65  2  12  4  53  3  93  1  40  8  18  7  23  5  60  6  89  9  53

  0  58  1  60  4  97  3  31  2  50  9  85  5  64  7  38  6  85  8  35

  3  64  0  58  1  49  2  45  4   9  8  49  6  22  5  99  9  15  7   7

  0  10  4  85  3  72  2  37  1  77  5  70  7  45  9   8  6  83  8  57

  4  93  0  87  1  87  2  18  3   4  8  78  5  67  9  20  6  17  7  35

  4  72  0  56  3  57  2  15  1  45  6  41  5  40  9  85  8  32  7  81

  0  36  3  63  4  79  2  32  1   5  6  25  7  86  9  91  5  21  8  35

  2  83  4  29  0   9  1  38  3  73  7  50  9  99  5  18  8  29  6  41

  0 100  3  29  2  60  4  63  1  64  8  71  6  35  5  26  9   9  7  22

  1  81  0  60  3  62  4  48  2  68  7  28  5  69  8  92  6  79  9  10

  0  40  4  80  1  41  2  10  3  68  8  28  9  51  7  33  6  82  5  25

  4  30  2  12  0  35  3  17  1  70  9  29  7  18  8  93  6  94  5  37

  1  36  2  41  3  27  4  36  0  78  7  64  6  88  5  25  9  92  8  66

  2  65  3  27  4  74  0  32  1  40  5  88  8  73  6  92  7  83  9  42

  0  48  1  85  2  92  4  95  3  61  8  72  9  76  5  58  7  11  6  89

  3  84  2  50  0  70  4  24  1  42  9  55  5 100  6  70  7   4  8  68

  0  95  4  41  2  11  3  98  1  85  5  64  6   8  7  26  8   6  9   6

  0  84  2  49  1  17  3  69  4  55  8  75  6  45  9  38  7  59  5  28

  2  48  0  29  4   1  1  64  3  41  5  23  7  64  9  31  6  56  8  12

  2  81  4  25  3  33  0  22  1  50  5  74  9  56  8  33  7  85  6  83

  1  62  4  25  0  21  2  20  3   8  6  36  9   9  5  91  8  90  7  49

  1  43  0  16  2  91  3  96  4  24  5  11  9  91  7  41  8  35  6  66

  1  91  2  20  4  44  0  42  3  87  9  57  6  15  5  38  8  42  7  89

  0  33  3  95  4  68  2  22  1  80  7  53  8  13  9  70  5  22  6  69

  0  15  3  47  1  24  2  31  4  41  8  14  9  28  7  59  5  52  6  39

  2  95  0  42  4   5  1  57  3  67  6  30  9  21  8  70  5   9  7  20

  2  54  0  15  1  20  3  64  4  83  9  40  7   6  5  89  6  91  8  48

  0  22  4  27  1  77  3  25  2  16  8  72  9  61  6  75  7  4   5  19

  3  68  1  82  2  16  0  83  4   2  7  10  8  88  5  41  9  21  6  66

  1  64  0  76  2  85  3  71  4  97  5  97  7   8  6  40  8  70  9  35

  0  94  1  45  2  94  4  84  3  44  8  41  5  30  7  47  6  19  9  22

  2  23  1  10  0  82  3  93  4  90  8  67  7   9  9  18  5  22  6  87

  0  75  2  27  4  97  3   9  1  57  9  14  5  50  7  31  8  62  6  23

  1  42  3  41  2  35  0  75  4  18  9  65  7  38  6  38  8  51  5  56

  4  72  1  63  0  33  2  27  3  41  5  52  7  42  9  10  6  14  8  71

  2  91  1  89  0  44  4  91  3  26  6  49  5  22  8  31  9  69  7   5

  3  42  1  34  0   4  4  34  2  16  6  86  7  25  8  99  5  67  9  25

  4  34  1  93  0  26  3  81  2   9  7  96  8  79  9  68  5  76  6  10

  3  19  1  47  4  13  2  98  0  32  7  12  9  45  6  52  8  49  5  34

50 jobs

10 machines

 +++++++++++++++++++++++++++++

 Yamada and Nakano 20x20 instance (Table 4, instance 4)

 20 20

 16 34 17 38  0 21  6 15 15 42  8 17  7 41 18 10 10 26 11 24  1 31 19 25 14 31 13 33  4 35  9 30  3 16 12 16  5 30  2 13  

  5 41 11 33  6 15 16 38  0 40 14 38  3 37  1 20 13 22  4 34  7 16 17 39  9 15  2 19 10 36 12 39 18 26  8 19 15 39 19 34  

 17 34  1 12 16 10  7 47 13 28 15 27  0 19  6 34 19 33 12 40  9 37 14 24  8 15 10 34  2 44  3 37 18 22 11 31  4 39  5 26  

  5 48  7 46 16 47 10 45 14 15  8 25  0 34  3 24 12 35 18 15  2 48 13 19 11 10  1 48 17 16 15 28  4 18  6 17  9 44 19 41  

 12 47  3 23  9 48 16 45 14 39  6 42  8 32 15 11 13 16  5 14 11 19  1 46 19 10 10 17  7 41  2 47 17 32  4 17  0 21 18 17  

 18 14 16 20  1 18 12 14 13 10  6 16  5 24  4 18  0 24 11 18 15 42 19 13  3 23 14 40  9 48  8 12  2 24 10 23  7 45 17 30  

  0 27 12 15  4 26 13 19 17 14  5 49  7 16 18 28 16 16  8 20  9 36  2 21 14 30  3 36  1 17 15 22  6 43 11 32 10 23 19 17  

  0 32 16 15 17 12  7 46  3 37 18 43 11 40 13 43  9 48  4 36 15 24  8 25  1 33 14 32  5 26  6 37 12 24 10 24  2 15 19 22  

 10 34  6 33 15 25  8 46  0 20 18 33  4 19 13 45  2 47  1 32  3 12 11 29 16 29  5 46 12 17  7 48 14 39 17 40 19 41  9 37  

 13 26  3 47  5 44  6 49  1 22 17 12 10 28 19 36  9 27  4 25 14 48  7 11 16 49 12 24 11 48  2 19  0 47 18 49  8 46 15 36  

 13 23 18 48 14 15  0 42  3 36  8 15  6 32 10 18  1 45 15 23 11 45  2 13 17 21 12 32  7 44  5 25 19 34 16 22  9 11  4 43  

 17 37  7 49 15 45  2 28  9 15  8 35 12 29 13 44  1 26  4 25  5 30  3 39  0 15 14 28 18 23  6 42 11 33 16 45 10 10 19 20  

  0 10  6 37  3 15 13 13 10 11  2 49  1 28 14 28 15 13  8 29 12 21 16 32 11 21  4 48  5 11 17 26  9 33 18 22  7 21 19 49  

 18 38  0 41  4 30 13 43  6 11  2 43 14 27  3 26  9 30 15 19 16 36  1 31 17 47  5 41 10 34  8 40 12 32  7 13 11 18 19 27  

  6 24  5 30  7 10 10 35  8 28 16 43 19 12  9 44 15 15  3 15  2 35 18 43  0 38  4 16  1 29 17 40 14 49 13 38 12 16 11 30  

  3 48  6 35 13 43  2 37 17 18  5 27  9 27  7 41  1 22 15 28 16 18 10 37 18 48  4 10  8 14 11 18 14 43  0 48 12 12 19 49  

  0 13 13 38  7 34  6 42  1 36  5 45 18 24  8 35 14 26 19 30 12 47 16 24 11 47  4 40 10 43  3 16 15 10  2 12  9 39 17 22  

 16 30 13 47 19 49  8 20  4 40  3 46 17 21 14 33  6 44  7 23  9 24  0 48 10 43 15 41  2 32  5 29 11 36  1 38 12 47 18 12  

 13 10  5 36 12 18 16 48  0 27 14 43 10 46  6 27  7 46 19 35 11 31  2 18  8 24  3 23 17 29 18 14  9 19  1 40 15 38  4 13  

  9 45 16 44  0 43 17 31 14 35 13 17 12 42  3 14 18 37 10 39  6 48  7 38 15 26  4 49  2 28 11 35  1 42  5 24  8 44 19 38  

20 jobs

20 machines



Job Shop Scheduling Problem: Baselines

• See the large study by Weise (汤卫思) [227] at
https://github.com/thomasWeise/jsspInstancesAndResults for old/classical
methods that are baselines on the JSSP.

• Good classical algorithms to outperform are the Tabu Search (TS) algorithms by Nowicki
and Smutnicki [177] and Pezzella and Merelli [185] or the local search (LS) by Balas and
Vazacopoulos [11].

https://github.com/thomasWeise/jsspInstancesAndResults
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Job Shop Scheduling Problem: SOTA

• The SOTA on the JSSP includes. . .

:
• the Memetic Algorithms (MAs) by Henning [108]

,
• the Tabu Search (TS) algorithms by Shylo and Shams [202], Peng, Lü, and Cheng [184], and

Zhang, Shao, Rao, and Qiu [251]

,

• the SA-related method by Pardalos, Shylo, and Vazacopoulos [181]

,

• the Biased Random Key Genetic Algorithm (BRKGA), here realized as MA combining
continuous optimization, the permutation-based encoding, and TS by Gonçalves and Resende
[98]

, and

• the algorithm by Vilím, Laborie, and Shaw [224].
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(Multi-)Permutation Problems

2D Bin Packing



2D Bin Packing Problem: Introduction

• In a two-dimensional Bin Packing Problem (2BP), we have a set of n rectangles114,148,150.

• Typical flavors of this problem include the two-dimensional Bin Packing Problem with free
cuts and rotation (2BP|R|F) and the oriented two-dimensional Bin Packing Problem with
free cuts (2BP|O|F).

• The 2BP is strongly NP-hard150.
• The problem is closely related to the 2D-Cutting Stock Problem (CSP), where the goal is

to cut rectangles from larger rectangles. . .
• It has many practical applications, e.g., in cutting (wood, glas)150, packing (transportation,

warehouse)150, newspaper page layout206, as well as in scheduling and build formation in
additive manufacturing142,187.

objects to pack
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2D Bin Packing Problem: Possible Metaheuristic Approach

• Packings are complicated data structures: For each rectangle, we need to store the bin
index and coordinate where it is stored.

• Designing search operators for these data structures is not easy, as we must not create
overlaps when moving rectangles around.

• We can follow the Improved Bottom Left (IBL)-idea by Liu (刘德全) and Teng (滕弘飞)
[147] as adopted in252,253 that uses a permutation of the first n natural numbers to
represent the order in which rectangles should be packed.

• The permutations are processed from beginning to end. The rectangle represented by the
current number is placed on the top-right corner of the bin.

• As soon as the current rectangle can be moved down, it is moved down.
• Once it cannot be moved down anymore, it is moved to the left (until it could be moved

down again).
• The rectangle is moved down-left (with down prioritized) until it cannot be moved

anymore.
• Once it cannot be moved anymore, we check if it is completely inside the bin.
• Then we insert the next rectangle in the same way.
• If the rectangle does not fit into the bin, then we close the bin. . .
• . . . and put the rectangle at the bottom-left corner of the next bin and then use this bin

for all future insertions.
• If objects are allowed to be rotated by 90◦, i.e., if we are working on 2BP|R|F, we can

allow the elements in the permutation to be signed, where “−i” identifies rectangle i, but
rotated by 90◦.

• Either way: We can now use the same permutation search spaces and the operators and
algorithms we already have developed for the TSP, QAP, and JSSP (maybe with that
slight modification) to search for two-dimensional packings!
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2D Bin Packing Problem: Benchmarks

• The standard benchmark set in this field is 2DPackLib115,116, which can be found at
https://site.unibo.it/operations-research/en/research/2dpacklib.

• 10 instances of type beng 21 with 20 and 200 items

,
• 10 class instance sets22,160 with 5 group of 10 instances each, with up to 100 items

, and

• the A instance set157 offers 43 instances with 13 to 809 items.

• The almost-squares-in-almost-squares (Asqas) problem220 asks us to put objects of
sizes 1× 2, 2× 3, . . . , n× (n+ 1) into a similarly almost-square bin without waste.

It has
only 4 interesting instances, with bin sizes 5 × 4 for n = 3, 15 × 16 for n = 8, 55 × 56 for
n = 20, and 119 × 120 for n = 34.
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2D Bin Packing Problem: SOTA

• Let’s look at the SOTA on the 2BP|R|F and the 2BP|O|F.

:
• the BRKGA by Gonçalves and Resende [97]

• the hyper-heuristic by Beyaz, Dökeroğlu, and Cosar [25]
• the multi-crossover EA by Lee [141]
• the EA by Blum and Schmid [30]
• the hybrid GRASP/VND algorithm by Parreño, Alvarez-Valdés, Oliveira, and Tamarit [182].
• For small instances, the exact method by Cid-Garcia and Rios-Solis [47].
• Actually, the simple RLS by Zhao (赵睿), Wu (吴志泽), van den Berg, Thürer, Liang (梁天
宇), Tan (檀明), and Weise (汤卫思) [252, 253] outperforms these methods on the 2BP|O|F
and is quite competitive on the 2BP|R|F.
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Algorithm Families

• Among the SOTA, we can find many SLS methods.

• Tabu Search (TS) is quite successful, Simulated Annealing (SA) is less often among the
SOTA.

• Pure population-based methods like EAs are rarely SOTA.
• However, if hybridized with LS, i.e., in the form of MAs, they rock.
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Encodings

• Surprisingly many problems where the solutions are complex data structures can still be
solved using simple metaheuristics.

• Here, we often use a simple search space X and map it to the complex solution space Y
using a decoding function γ : X ↦→ Y.

• Typical examples were the JSSP and the 2BP, where permutations are translated to Gantt
charts and packings, respectively.
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Generalized Problems

• Many of the problems introduced here were presented in a “pure” form, but in the real
world, they are often more complicated.

• In a real-world JSSP, there may be transportation times for material between machines,
which may even be job-specific.

• In a real-world MaxSAT, the clauses may have different weights, i.e., some may be more
important than others.

• And so on.
• Such special problems can often still be tackled with metaheuristic, which often are the

best methods for them.
• If you understand these concepts, then you can tackle basically any problem occuring in

management, logistics, warehousing, planning, scheduling, packing, or even engineering.
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Programming with Python

We have a freely available course book on Programming with Python at
https://thomasweise.github.io/programmingWithPython, with focus on practical
software development using the Python ecosystem of tools229.

CHAPTER 15. THE DISTRIBUTED VERSION CONTROL SYSTEM GIT
303

(15.1.16) Many Python projects come with a file
requirements.txt or requirements-dev.txt . As
discussed in Section 14.2, these list the libraries that
the projects depend on. Our example repository also
has a file requirements.txt , stating that it needs li-
brary psycopg. This dependency is marked with yellow
color, because it is not installed in the virtual environment.

(15.1.17) Clicking on the warnings symbol reveals this
issue.

(15.1.18) Indeed: If we look at the .venv directory in the
directory view, we cannot find the psycopg package. (15.1.19) So we click on the requirements warning. . .

(15.1.20) . . . and then on Show Quick-Fixes (or press Alt +

Enter ).
(15.1.21) In the menu that opens up, we se-
lect Install all missing packages .

Figure 15.1: Cloning a Git (or GitHub) repository in PyCharm and configuring a virtual environment for

it.

Here, obviously, user is thomasWeise , which is my personal GitHub account, and repository is

databasesCode . The URL that will be copied to the clipboard by clicking the button in Figure 15.1.2

is https://github.com/thomasWeise/databasesCode.git. If you wanted to clone the repository

with the example codes for this book instead, you would use https://github.com/thomasWeise/

programmingWithPythonCode.git.It is important to understand, however, that creating projects by cloning Git repositories is by no

means restricted to GitHub. As stated before, Git is a client-server application. You could work in an

enterprise that runs its own Git server. You could work with other Git-based repository hosts like gitee.

Regardless of what Git service you use, you could use the very same way to type in the corresponding

repository URL and then clone the repository in the same way. Only the structure of the URLs may be

CHAPTER 4. VARIABLES

84Listing 4.3: A Python program showing several steps of the approximation of π using the method of

LIU Hui (刘徽). (stored in file pi_liu_hui.py; output in Listing 4.4)
1 from math import pi, sqrt2
3 print(f"We use Liu Hui's Method to Approximate \u03c0\u2248{pi}.")

4 e = 6 # the number of edges: We start with a hexagon , i.e., e=6.

5 s = 1.0 # the side length: Initially 1, meaning the radius is also 1.

6 print(f"{e} edges , side length={s} give us \u03c0\u2248{e * s / 2}.")

7
8 e *= 2 # We double the number of edges ...
9 s = sqrt(2 - sqrt(4 - (s ** 2))) # ... and recompute the side length.

10 print(f"{e} edges , side length={s} give us \u03c0\u2248{e * s / 2}.")

11
12 e *= 2 # We double the number of edges.
13 s = sqrt(2 - sqrt(4 - (s ** 2))) # ... and recompute the side length.

14 print(f"{e} edges , side length={s} give us \u03c0\u2248{e * s / 2}.")

15
16 e *= 2 # We double the number of edges.
17 s = sqrt(2 - sqrt(4 - (s ** 2))) # ... and recompute the side length.

18 print(f"{e} edges , side length={s} give us \u03c0\u2248{e * s / 2}.")

19
20 e *= 2 # We double the number of edges.
21 s = sqrt(2 - sqrt(4 - (s ** 2))) # ... and recompute the side length.

22 print(f"{e} edges , side length={s} give us \u03c0\u2248{e * s / 2}.")

23
24 e *= 2 # We double the number of edges.
25 s = sqrt(2 - sqrt(4 - (s ** 2)))
26 print(f"{e} edges , side length={s} give us \u03c0\u2248{e * s / 2}.")↓ python3 pi_liu_hui.py ↓Listing 4.4: The stdout of the program pi_liu_hui.py given in Listing 4.3.

1 We use Liu Hui 's Method to Approximate π≈3.141592653589793.

2 6 edges , side length =1.0 give us π≈3.0.
3 12 edges , side length =0.5176380902050416 give us π≈3.1058285412302498.

4 24 edges , side length =0.2610523844401031 give us π≈3.132628613281237.

5 48 edges , side length =0.13080625846028635 give us π≈3.139350203046872.

6 96 edges , side length =0.0654381656435527 give us π≈3.14103195089053.

7 192 edges , side length =0.03272346325297234 give us π≈3.1414524722853443.
Listing 4.4 shows the standard output stream (stdout) produced by this program. Indeed, each

new approximation comes closer to π. For 192 edges, we get the approximation 3.1414524722853443 .

Given that the constant pi from the math module is 3.141592653589793 , we find that the first four

digits are correct and that the number is only off by only 0.0045%! For your convenience, we also

showed the results when executing the program in PyCharm or the Ubuntu terminal in Figure 4.4. They

are obviously identical. Therefore, in the future, we will only very sporadically add such screenshots.

Instead, we will usually only print code and output pairs like Listings 4.3 and 4.4.
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e=12

e=6

e=24
...

r

x

y

r

s
12

s
6

Figure 4.3: Approximating the ratio of the circumference and the diameter of a circle, i.e., π, by

inscribing regular 3 ∗ 2n-gons.

hexagon is U = e∗s6 = 6∗r. The diameter of the circle is D = 2r. Assuming that the circumference of

the hexagon is an approximation of the circumference of the circle, we could approximate π as π ≈ U
D .

For e = 6 edges, this gives us π6 = 6r
2r = 3.Now this is a very coarse approximation of π. We can get closer to the actual ratio if we would

use more edges, i.e., higher values of e. The ingenious idea of LIU Hui (刘徽) is to use e-gons

with e = 3 ∗ 2n. For n = 1, we get the hexagon with e = 6. For n = 2, we double the edges and have

a dodecagon with e = 12 edges. But how do we get the edge length s12 of this dodecagon?
We can get it from the edge length s6 and radius r of the hexagon. If we use the same six corners

for the hexagon and dodecagon and connect the newly added six corners with the center of the circle,

then these connections will separate each edge of the hexagon exactly in half and do so at a 90◦ angle,

as shown again in Figure 4.3. Here, the new side length s12 is the hypotenuse of a right-angled triangle

with base s6
2 and height y. To get the height y, we can use that r = x + y and the fact that there is a

second right-angled triangle here, namely the one with base x, height s6
2 , and hypotenuse r. This gives

us x2 +
(

s6
2

)2
= r2. Let’s make things easier by choosing r = 1. We get x2 = 1 − (

s6
2

)2
= 1 − s6

2

4

and, hence, y = 1 −
√

1 − s62

4 . With this we can move on to s12
2 = y2 +

(
s6
2

)2
, which we can resolve

to s12
2 =

(
1 −

√
1 − s62

4

)2

+ s6
2

4 . Using (a − b)2 = a2 − 2ab + b2 and applying it to the first term,
we get s12

2 = 1 − 2
√

1 − s62

4 +
(
1 − s6

2

4

)
+ s6

2

4 . This then gives us s12
2 = 2 − 2

√
1 − s62

4 − s6
2

4 + s6
2

4 ,
which we can further refine to s12

2 = 2 − 2
√

1 − s62

4 . We can pull th 2 from outside the root into the
root by multiplying everything inside by 22 = 4 and get s12

2 = 2 − √
4 − s62. Thus, we have the really

elegant s12 =
√

2 − √
4 − s62.

As new approximation of π12, we now have 12∗s12
2r = 6∗s12 = 6

√
2 − √

4 − s62 = 6
√

2 − √
4 − 1 =

6
√

2 − √
3 ≈ 3.105828539. This is already quite nice. We can actually repeat this step to get to s24.

And we could continue this process by again doubling the number the edges. Repeating the above

calculations and observing Figure 4.3, we get the equation:

s2e =
√

2 −
√

4 − s2
e

(4.1)π2e =
e

2
s2e

(4.2)Now that we have learned some programming, we do no longer need to type the numbers and com-

putation steps into a calculator. Instead, we can simply write them into a program, as illustrated

in Listing 4.3. We begin by setting the number of edges e = 6 and the side length to s = 1 , still

choosing r = 1. In each iteration of the approximation, we simply set e *= 2 , which is equivalent to

e = e * 2 , to double the number of edges. We compute s = sqrt(2 - sqrt(4 - (s ** 2))) hav-

ing imported the sqrt function from the math module. We print the approximated value of π as

e * s / 2 . Notice how elegantly we use the unicode characters π and ≈ via the escapes \u03c0 and

\u2248 , respectively, from back in Section 3.6.6 (and how nicely it indeed prints the greek character π

in the stdout in Listing 4.4). Either way, since Equations 4.1 and 4.2 are always the same, we can

simply copy-paste the lines of code for updating s , e , and printing the approximated value of π several

times.
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tweise@weise-laptop:~$ python3Python 3.10.12 (main, Nov 20 2023, 15:14:05) [GCC 11.4.0] on linux
Type "help", "copyright", "credits" or "license" for more information.
>>> 4 + 3
7
>>> 7 * 5
35
>>> 4 + 3 * 5
19
>>> (4 + 3) * 5
35
>>> 4 - -12
16
>>> ((4 + 3) * (4 - -12) - 5) * 3321
>>> 32 // 4
8
>>> 33 // 4
8
>>> 34 // 4
8
>>> 35 // 4
8
>>> 36 // 4
9
>>> 32 / 4
8.0
>>> 33 / 4
8.25
>>> 34 / 4
8.5
>>> 35 / 4
8.75
>>> 36 / 4
9.0
>>> 33 % 4
1
>>> 34 % 4
2
>>> 35 % 4
3
>>> 36 % 4
0
>>> exit()
tweise@weise-laptop:~$

tweise@weise-laptop: ~

Figure 3.1: Examples of Python integer math in the console, part 1 (see Listing 3.1 for part 2).
In many programming languages, there are different integer datatypes with different ranges. In

Java, a byte is an integer datatype with range −27..27 − 1, a short has range −215..217 − 1, an int
has range −231..231−1, and long has range −263..263−1, for example. The draft for the C17 standard
for the C programming language lists five signed and five unsigned integer types, plus several ways to
extend them [255]. The different integer types of both languages have different ranges and sizes, and
the programmer must carefully choose which she needs to use in which situation.Python 3 only has one integer type, called int . This type has basically an unbounded range. The
Python 3 interpreter will allocate as much memory as is needed to store the number you want.2
3.2.1 Integer Arithmetics
Now, what can we do with integer numbers? We can add, subtract, multiply, divide, modulo divide,
and raise them to powers, for example.

In Figure 3.1, you can find some examples of this. (The same example is given in Listing 3.1, just
as listing instead of screenshot. We will use such listings from now on, as they convey the exactly2Ok, the range is not actually unbounded, it is bounded by the amount of memory available on your computer. . .

. . . but for all intents and purposes within this book, we can assume that int ≡ Z.
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(2.2.1) Opening the terminal un-
der Microsoft Windows: press
q + R , type in cmd , and hit

.

(2.2.2) Trying to get the Python versionvia python3 --version , but it is notinstalled.

(2.2.3) Installing it by typing python3
and hitting .

(2.2.4) The install screen, where we click Get . (2.2.5) The install screen, downloading Python.

(2.2.6) The installation is finished. (2.2.7) And the python3 --version command nowworks in the terminal.
Figure 2.2: Cropped screenshots of the installation steps for Python on Microsoft Windows.

2.2 Installing PyCharm
Just having a programming language and the corresponding interpreter on your system is not enough.Well, it is enough for just running Python programs. But it is not enough if you want to developsoftware efficiently. Are you going to write programs in a simple text editor like a caveperson? No, ofcourse not, you need an IDE, a program which allows you to do multiple of the necessary tasks involvedin the software development process under one convenient user interface. For this book, I recommendusing PyCharm [347, 373, 377], whose Community Edition is/was freely available. The installation guidefor PyCharm can be found at https://www.jetbrains.com/help/pycharm/installation-guide.html.

Notice that, as shown in Figure 2.4, the PyCharm Community Edition will be/has been replacedwith a unified edition. This means that the instructions in the following are probably outdated, butthey should still give you a reasonably good impression on what needs to be done. We will probablyeventually replace them . . . but not now.
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HTML
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Figure 1.2: The twelve most popular programming languages chosen based on the GitHub pushes overthe years. Source: [29].

While I am introducing variables in Chapter 4, for example, I will also explain how to use a static codeanalysis tool designed to find type errors in variable use. Also, the text will often have references tobest practices that clarify common approaches and different code hygiene concepts. Our goal will beto learn how to do things right from the start and not put things off to later.

1.2 Why Python?

The center of this course is the Python programming language. Our goal is to get familiar withprogramming, with the programming language Python, and with the tools and ecosystem surroundingit. This makes sense for several reasons.
First, Python is one of the most successful and widely used programming languages [50]. We plotthe number of pushes to GitHub over time for the most popular programming and web developmentlanguages in Figure 1.2. We find that Python became the leading languages at some point in 2018. Inthe TIOBE index, which counts the number of hits when searching for a programming language usingmajor search engines, Python ranked one in January 2025 and was named the programming languageof the year for 2024 [159].

Python is everywhere nowadays, and it is the undisputed default language of choicein many fields.
— Paul Jansen [159], 2025

If you will do programming in any future employment or research position, chances are that Pythonknowledge will be useful. According to the 2024 annual Stack Overflow survey [311], Python was thesecond most popular programming language, after JavaScript and HTML/CSS. In GitHub’s OctoverseReport from October 2024 [115], Python is named the most popular programming language, rankingright before JavaScript.
Second, Python is intensely used [50] in the fields of Artificial Intelligence (AI) [277], MachineLearning (ML) [290], and Data Science (DS) [125, 210] as well as optimization, which are among themost important areas of future technology. Indeed, the aforementioned Octoverse report [115] statesthat the use in soft computing is one of the drivers of Python’s popularity.
Third, there exists a very large set of powerful libraries supporting both research and application de-velopment in these fields, including NumPy [81, 131, 161, 227], Pandas [21, 195, 238], Scikit-learn [242,264], SciPy [161, 357], TensorFlow [1, 185], PyTorch [239, 264], Matplotlib [149, 151, 161, 235],SimPy [386], and moptipy [365]2, just to name a few. There are also many Python packages supportingother areas of computer science, that offer, e.g., connectivity to databases (DBs) [354], or support for
2Yes, I list moptipy here, next to very well-known and widely-used frameworks, because I am its developer.

Programming with Python

Thomas Weise (汤卫思)

August 7, 2025

Abstract

The goal of this book is to teach practical programming with the Python language to high
school, undergraduate, and graduate students alike. Hopefully, readers without prior knowledge
can follow the text. Therefore, all concepts are introduced using examples and discussed compre-
hensively. All examples are available online in the GitHub repository associated with this book, so
that readers can play with them easily. Actually, the goal of the book is not just to teach pro-
gramming, but to teach programming as a part of the software development process. This means
that from the very beginning, we will attempt to push the reader towards writing clean code with
comments and documentation as well as to use various tools for finding potential issues. While
this book is work in progress, we hope that it will eventually teach all the elements of Python
software creation. We hope that it can enable readers without prior programming experience to
develop beautiful and maintainable software.

https://thomasweise.github.io/programmingWithPython


Databases

We have a freely available course book on Databases at
https://thomasweise.github.io/databases, with actual practical examples using a real
database management system (DBMS)225.
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19.2.3.2 Relationship AttributesRelationships in conceptual models may have attributes, as stated in Definition 18.21. Of course, since

relationships do not exist as distinct objects in the relational data model, we must find another way to

express these attributes. Since only relations exist in the relational model and such relations become

tables in a DB, the attributes of relationships also become table columns.

It will depend on the relationship pattern where we put them. To try this concept out, let us go back

to an even earlier example of the Person entity: to Figure 18.9 from back in Section 18.3 (Relationships).

We created this figure using yEd and reprint it in Figure 19.26.1. As you can see, in this figure, there

is a relationship has ID that connects the Person entities with the entity type ID Type.

In the model, we did not annotate the relationships with cardinalities, because that was before

we got to that topic. However, it is rather clear that this would either be a Person ID Type

or a Person ID Type relationship. We can store arbitrarily many forms of ID for each person

and each form of ID may be used by arbitrarily many people. Since we went the hard way in the

last section and modeled a relationship with the mandatory many pattern, we this time go easy and

choose Person ID Type. In other words, we follow the pattern O P discussed in Sec-

tion 19.2.2.8 (O P).For this pattern, we need an additional table. We follow exactly the same method as back in

Section 19.2.2.8, except that we use different table and column names. We also use PgModeler for the

Person

Date of Birth

Address

Country

Province City
District

Street
Address

Postal Code

Name

Full Name

Salutation

Age

Start Date

End Date

is official

ID Type

Name

Validation
RegEx

has ID

Value

Valid From
Valid To

Surrogate
Key

(19.26.1) A reproduction of Figure 18.9 from back in Section 18.3 (Relationships), which was created using

yEd.

name_of_person

address_of_person

has_id

belongs_to_type

id
 integer « pk »date_of_birth  date « nn »person_id_pk  constraint « pk »

public.person
id  integer

« pk »person  integer « fk nn »full_name  varchar(255) « nn »salutation  varchar(255)is_official  boolean
« nn »start_date  date
« nn »end_date  date

name_id_pk  constraint « pk »name_person_fk  constraint « fk »

public.name

id
 integer « pk »person  integer « fk nn »country  char(2) « nn »province  char(2)

city
 varchar(255) « nn »district  varchar(255)postal_code  varchar(32) « nn »street_address  varchar(255) « nn »address_id_pk  constraint « pk »address_person_fk  constraint « fk »

public.address

id
 integer

« pk »name
 varchar(100) « uq nn »validation_regexp  varchar(255) « nn »id_type_id_pk  constraint « pk »id_type_name_uq  constraint « uq »

public.id_type id  integer
« pk »id_type  integer « fk nn »person  integer « fk nn »value  varchar(100) « nn »valid_from  date

« nn »valid_to  date
has_id_id_pk  constraint « pk »has_id_id_type_fk  constraint « fk »has_id_person_fk  constraint « fk »

public.has_id

(19.26.2) A transformation of Figure 19.26.1 to a logical model using PgModeler.

Figure 19.26: The representation of relationship attributes as table for the relationship.
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(19.2.21) More details, such as the column types, appear
in the diagram, causing the tables to overlap. We drag
them apart with the mouse.

(19.2.22) The new layout looks much clearer.

rel_mobile_student

student_id  character(11)
« pk »national_id  character(18)
« nn »address  varchar(255)
« nn »date_of_birth  date
« nn »full_name  varchar(255)
« nn »salutation  varchar(255)

student_student_id_pk  constraint « pk »student_national_id_check  constraint « ck »student_date_of_birth_check  constraint « ck »

public.student

id  integer
« pk »phone  character(11) « nn »student  character(11) « fk nn »mobile_id_pk  constraint « pk »mobile_phone_check  constraint « ck »mobile_student_id_fk  constraint « fk »

public.mobile

(19.2.23) We export the model again to a SVG graphic, following the steps in Figures 19.1.41 to 19.1.44.

This graphic now contains more details as well.Figure 19.2: Creating a logical model represent students with a composite name attribute and multiple

mobile phone numbers (continued).

Listing 19.9: This auto-generated SQL script creates the DB student_database . (stored in

file 01_student_database_database_2001.sql; output in Listing 19.10)
1 -- object: student_database | type: DATABASE --
2 -- DROP DATABASE IF EXISTS student_database;
3 CREATE DATABASE student_database;
4 -- ddl -end --

Listing 19.10: The stdout of the program 01_student_database_database_2001.sql given in List-

ing 19.9.
1 $ psql "postgres :// postgres:XXX@localhost" -v ON_ERROR_STOP =1 -ebf 01

↪→ _student_database_database_2001.sql
2 CREATE DATABASE3 # psql 16.9 succeeded with exit code 0.

We now export this model to SQL, exactly as we did before. This time, we get four scripts. The

first one, Listing 19.9, again creates the student_database DB. The second one, Listing 19.11, creates

the student table.
The third script, here given as Listing 19.13, creates the mobile table. We notice that the primary

key is created as id integer NOT NULL GENERATED BY DEFAULT AS IDENTITY . This is almost exactly

the same way in which we created the primary key for the product table back in Listing 9.1. The only

difference is that PgModeler likes to express the integer type as integer and there we used INT . Both

types are synonymous.
The foreign key constraint is not included in Listing 19.13. Instead, it went into its own script,

here reproduced as Listing 19.15. Instead of directly including it when the table is created, the table

is later changed (ALTER TABLE). The constraint is added via ADD CONSTRAINT . Apart from this and

some additional behavior specifications that we will ignore here, it looks not much different from the
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Student

Module

enrolls into

(18.6.1) The binary relationship of student and modules, which does not represent the relationship of professors to

modules and students.

Student

Module

enrolls into

Professor

teaches

(18.6.2) Two binary relationships, i.e., the relationship of student to modules and the relationship of professors to

modules. This does not represent that a student enrolls into a course taught by a professor.

Student

Module

takes place
Professor

enrolls into teaches

(18.6.3) The ternary relationship of students, modules, and professors. This represents how students join a course taught

by a specific professor. However, it would not permit the same student enroll into the same course for two years. It also

does not give us the information when the course takes place.

Student

Module

takes place
Professor

in Semester

enrolls into teaches

(18.6.4) The ternary relationship of students, modules, and professors with the relationship attribute semester.
Figure 18.6: Modeling the relationship between students, professors, and modules.

If we imagine the ternary Student enrolls into Module taught by Professor relationship, then the student

could have the role enrolls and the professor could have the role teaches.Definition 18.21: Relationship Attribute
A relationship type can have attributes describing properties of the relationship.

For example, we could write something like Mr. Bebbo enrolls into module Databases in summer

semester 2025. The attribute Semester of this relation only makes sense in this context. It neither

belongs to the student Mr. Bebbo nor does it belong to the module Databases. Different from entities,

relationship types do not have key attributes. The single relationships are identified by the primary keys

of the participating entities [165].
Let us start modelling relationships. We begin by representing the fact that a student can enroll into

a module. Relationships in ERDs are drawn as diamonds that are connected to the involved entities.

Figure 18.6.1 shows an ERD where the student entity is linked to a module entity by the relationship

enrolls into. This is a binary relationship, because two entities take part in it.
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Listing 9.1: Creating the table product to store the products we produce and sell. (stored in
file create_table_product.sql; output in Listing 9.2)1 /* We create the new table 'product ' in our factory database. */

2
3 -- List all tables of the user 'boss ' in database 'factory '
4 -- There are no tables yet.5 SELECT tablename FROM pg_catalog.pg_tables6 WHERE tableowner='boss';7
8 -- The table 'product ' stores all the produces that we can produce.
9 -- Each row of this table identifies one such product.

10 CREATE TABLE product (11 id INT GENERATED BY DEFAULT AS IDENTITY PRIMARY KEY ,
12 name VARCHAR (100) NOT NULL UNIQUE , -- must exist , must be unique
13 price DECIMAL (10, 2) NOT NULL , -- price (RMB): 10 digits , 2 after .
14 weight INT NOT NULL , -- the weight of the product , in grams
15 width INT NOT NULL , -- the width of the product , in mm
16 height INT NOT NULL , -- the height of the product , in mm
17 depth INT NOT NULL -- the depth of the product , in mm
18 );
19
20 -- List all tables of the user 'boss ' in database 'factory '
21 -- Now we see the table 'product '.22 SELECT tablename FROM pg_catalog.pg_tables23 WHERE tableowner='boss';

Listing 9.2: The stdout of the program create_table_product.sql given in Listing 9.1.
1 $ psql "postgres :// boss:superboss123@localhost/factory" -v ON_ERROR_STOP =1

↪→ -ebf create_table_product.sql2 tablename
3 -----------
4 (0 rows)
5
6 CREATE TABLE
7 tablename
8 -----------
9 product

10 (1 row)
11
12 # psql 16.9 succeeded with exit code 0.

9.1.2 Inserting some Data
Now the table product exists, but it is empty. Let us fill it with data. Our factory has two prod-
ucts: “Shoe” and “Purse.” The shoes come in sizes 36 to 43. Their prices start at 150.99元 for size 36
and increase by 2元 per size. They all fit into the same box. The smallest shoes weight 1300g and the
weight increases by 25g per size. Purses come in sizes small, medium, and large, at prices of 100元,
120元, and 150元, respectively. They weight 500g, 750g, and 1500g, respectively. The smallest purse
fits into a shoebox, but the bigger ones require bigger boxes. In other words, we want to enter exactly
the data presented in Figure 9.1 at the beginning of this section.We store this data into the table product by an INSERT INTO statement. Here, we first need to
provide the table name (product) and the attributes that we want to store in parentheses, i.e., “ (...)”.
We will store values for the fields name , price , weight , width , height , and depth . We do not need to
store values for id , because they will be automatically generated for us. After saying what we want to
store, we specify the VALUES to store. Each row is written in parentheses, values and rows are separated
by commas. The command follows the syntax given below.
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(2.2.7) When asked whether we want to allow the down-loaded program to make changes on our device, weclick Yes .
(2.2.8) Then, the installer begins its work.

(2.2.9) In the welcome screen, we simply click Next . (2.2.10) We can select the directory in which PostgreSQLshould be installed. Let’s leave it at the default settingand click Next .

(2.2.11) We now get to the selection of what to install.Let’s leave it at the default setting and click Next .
(2.2.12) We also leave the directory where the DBs willbe stored at the default setting and click Next .Figure 2.2: Installing and configuring PostgreSQL under Microsoft Windows (Continued).
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Figure 1.9: Image from 1956: An IBM 305 RAMAC (right) with two of the (at that time) very newIBM 350 hard disks (middle and left). Source: [159].

Figure 1.10: Images from the “Ferranti Computing Systems Atlas 1 Brochure: 1962” [259]. © UKRIScience and Technology Facilities Council, available from https://www.chilton-computing.org.uk.

Figure 1.11: Some screenshots of the terminal of Multics MR12.7 taken from [61], licensed underCC BY-SA 4.0.

only one or two years later [284]. The hierarchical file system for the Multiplexed Information andComputing Service (Multics) OS [61, 95], published in 1965, already had surprisingly many advancedfeatures that we know from today’s file systems: fine-grained access control for data privacy, backupability, links, and IO queue management. Inheriting from CTSS, it itself became the ancestor of Unixwhich, in turn, inspired Linux. The ls command shown in Figure 1.11 also was a feature of Multics(adapted from CTSS) and has survived all those years [150]. File systems are very good for organizingdocuments and heterogeneous data. They are not very suitable to main the sort of relational data andto achieve the features that would like DBs to have.
The need for systems that supported modern DB features became aparent. At the same time, itwas not really clear how that could be done. Different groups began developing concepts, ideas, andprototypes.
The first version of the Integrated Data Store (IDS) was developed by Bachman in 1961/62 atGeneral Electric [13, 14]. IDS offered the first direct access DB, holding data in virtual memory. It mayhave been the first real DBMS and Bachman won the 1973 A.M. Turing Award for this work [174]. IDS
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Metaheuristic Optimization in Python: moptipy

We offer moptipy237, a mature open source Python package for metaheuristic optimization,
which implements several algorithms, can run self-documenting experiments in parallel and in a
distributed fashion, and offers statistical evaluation tools.
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Glossary I

(1 + 1) EA The (1 + 1) EA is a local search algorithm that retains the best solution xc discovered so far during the search 40,72. In each
step, it applies a unary search operator to this best-so-far solution xc and derives a new solution xn. If the new solution xn
is better or equally good when compared with xc, i.e., not worse, then it replaces it, i.e., is stored as the new xc. If the
search space are bit strings of length n, then the (1 + 1) EA uses a unary search operator that flips each bit independently
with probability m/n, where usually m = 1. This operator is the main difference to randomized local search (RLS). The
(1 + 1) EA is a special case of the (µ + λ) EA where µ = λ = 1.

(1 + 1) FEA The (1 + 1) EA with FFA plugged in 238,239,250. On the discrete bit-string domains, this algorithm has a very specific structure:
Its unary search operator flips each bit with probability 1/n, where n is the dimension of the search space, distinguishing it
from the unary operator in FRLS which flips exactly one bit. On other domains, such as permutations, the term is used
synonymously with FRLS.

(µ + λ) EA The (µ + λ) EA is an evolutionary algorithm (EA) where, in each generation, λ offspring solutions are generated from the
current population of µ parent solutions. The offspring and parent populations are merged, yielding µ + λ solutions, from
which then the best µ solutions are ratained to form the parent population of the next generation. If the search space is the
bit strings of length n, then this algorithm usually applies a mutation operator flipping each bit independently with
probability 1/n.

BinInt The Binary Integer Problem is a benchmark problem for bit-string based black-box search 215,250. It is very similar to OneMax:
It tries to maximize the number of 1 bits in the bit string of a chosen dimension n. Different from OneMax, where each bit
has the same weight in the objective function, the bits of BinInt have a exponentially increasing weight: The bit string is
treated as a binary-encoded integer whose value should be maximized. The objective function f(x) of the minimization
variant of this problem can be defined as f(x) = 2n − 1−

∑︁n
i=1 2i−1 · xi. The problem is unimodal, i.e., has only a single

global optimum and no local optimum. It is fully separable, i.e., we can optimize each variable separately.

LinHarm The Linear Harmonic Function is a benchmark problem for bit-string based black-box search 66,72,250. It is very similar to
OneMax: It tries to maximize the number of 1 bits in the bit string of a chosen dimension n. Different from OneMax, where
each bit has the same weight in the objective function, the bits of LinHarm have a linear increasing weight. The objective
function f(x) of the minimization variant of this problem can be defined as f(x) = 1

2n(n + 1)−
∑︁n

i=1 i · xi. The problem
is unimodal, i.e., has only a single global optimum and no local optimum. It is fully separable, i.e., we can optimize each
variable separately. The (1 + 1) EA can solve this problem with an expected runtime in Θ(n lnn) 66,72.



Glossary II

TSP Suite is a open source benchmarking framework for the TSP written in Java230. It uses the instances of the TSPLib and offers both
automated experiment execution as well as several metrics to measure runtime. It is available at
https://thomasweise.github.io/tspSuite and has been used in many research works, such as 241. It can be viewed as a
predecessor of moptipy.

2BP In the two-dimensional Bin Packing Problem (BP), the goal is to pack rectangles into rectangular bins without overlap and
such that their edges are parallel to the edges of the bins 114,148,150. The 2BP is strongly NP-hard 150. The variants of this
problem include the 2BP|O|F, 2BP|R|F, 2BP|O|G, and 2BP|R|G 149,150. Different objective function for the 2BP|O|F and
2BP|R|F are presented in 252. 2BPs have many practical applications, including cutting (wood, glas) 150,
packing (transportation, warehouse) 150, and newspaper page layout 206.

2BP|O|F In the oriented 2BP with free cuts, the rectangles to pack have fixed orientations, i.e., cannot be rotated, but can otherwise
be arranged freely 149,150,160,253. Permutation-based search spaces can be used for this problem by using the IBL encoding. The
SOTA for this problem comprises 25,30,47,97,182,253.

2BP|O|G In the oriented 2BP with guillotine cuts, the rectangles to pack have fixed orientations, i.e., cannot be rotated, and must be
arranged such that they can be extracted by edge-to-edge cuts 149,150.

2BP|R|F In this variant of the 2BP with free cuts, the rectangles to pack can be rotated by 90◦ if need be and can freely be
arranged 21,149,150,252,253. Besides packing and cutting, this problem also occurs in scheduling and build formation in additive
manufacturing 142,187. The Asqas problem 220 is also a 2BP|R|F. Search spaces based on signed permutations can be used for
this problem by using the IBL encoding. The SOTA for this problem comprises 25,47,97,252,253.

2BP|R|G In this variant of the 2BP with guillotine cuts, the rectangles to pack can be rotated by 90◦ if need be, but must be arranged
such that they can be extracted by edge-to-edge cuts 149,150.

https://thomasweise.github.io/tspSuite


Glossary III

2DPackLib is a library of benchmark instances for the two-dimensional Bin Packing Problem (2BP) 115,116.The website of this benchmark
set is https://site.unibo.it/operations-research/en/research/2dpacklib 115. The benchmark set contains two-dimensional
instances of the Strip Packing, BP, CSP, and Knapsack problems. The 2BP instances are from three groups: The
10 instances of type beng 21 have both bin and item dimensions drawn from uniform distributions, between 20 and 200 items,
and the largest bin size is (40, 25).The class instances 22,160 are divided into 10 classes based on the bin and item dimensions,
the former of which ranges from (10, 10) to (300, 300). Each class is divided into five groups with {20, 40, 60, 80, 100} items
with 10 instances each. The set A 157 offers 43 instances with 13 to 809 items and bin sizes of either (2750, 1220),
(2550, 2100), or (2470, 2080).

A⋆ Algorithm The A⋆ Algorithm is an a greedy best-first-first search for finding the shortest path between two locations 105,183. The
algorithm iteratively constructs the shortest path. It maintains a list of current candidate paths. For choosing the next
candidate path whose end node should be expanded, it computes a value f(p) of these paths p. f(p) is the sum of the
cost g(p) so far incurred by the path as well as a heuristic h(p) predicting the cost from the current end of the path to the
goal. h(p) must never overestimate that cost.

ACO Ant Colony Optimization is a nature-inspired optimization method for combinatorial problems where solutions are generated
by “ants” that move from node to node in a graph choosing edges based on (1) the simulated pheromone on the edges
and (2) a per-edge heuristic value 68–70. If an ant produced a good solution, “pheromone” is distributed over the edges it
visited, making it more likely to be re-visited by other ants.

AMLS an Adaptive Memory-based Local Search algorithm, i.e., a SLS, for solving MaxSAT problems by Lü and Hao [155]. It inherits
the diversification mechanism of WalkSAT.

AP Alternating Position Crossover is a binary operator for EAs using a permutation-based representation 134,135. It simply creates
an offspring by selecting alternately the next element of the first parent and the next element of the second parent, omitting
the elements already present in the offspring. For example, if parent 1 is (1, 2, 3, 4, 5, 6, 7, 8) and parent 2
is (3, 7, 5, 1, 6, 8, 2, 4), AP yields (1, 3, 2, 7, 5, 4, 6, 8) and exchanging the two parents would yield (3, 7, 5, 1, 6, 8, 2, 4) 134. A
generalized version of this operator will randomly choose a parent in each step, thus increasing the diversity of the results 246.

https://site.unibo.it/operations-research/en/research/2dpacklib


Glossary IV

Asqas An “almost-square” be a rectangle with size i× (i + 1) with i ∈ N1. The almost-squares-in-almost-squares problem 220 is a
special case of the 2BP|R|F. Here, almost-square rectangles of sizes 1× 2, 2× 3, . . . , n× (n + 1) must be placed into an
almost-square bin without waste. This requires that there exists a natural number p ∈ N1 such
that p(p + 1) =

∑︁n
i=1 i(i + 1) 220. There are exacty five Asqas instances 220, namely with bin sizes 1× 2 for n = 1, p = 1,

5× 4 for n = 3, p = 4, 15× 16 for n = 8, p = 15, 55× 56 for n = 20, p = 55, and 119× 120 for n = 34, p = 119.

ATSP The general case for TSPs are asymmetric Traveling Salesperson Problems, where the n× n distance matrix A does not need
to be symmetric. In other words, it is possible that ∃a, b ∈ 1..n with A[a, b] ̸= A[b, a]. Notice that while such index tuple may
exist, this is not always or necessarily the case. In this case, one may consider the STSP as a special case of the ATSP, while
ATSPs may be considered as synonymous to TSPs.

BP The Bin Packing Problem 74,198 is one of the classical problems from Operations Research (OR). The goal is to pack a set of
objects into containers, using as few containers as possible. Different flavors of BPs can be distinguished, e.g., by the number
of dimensions 56,148 that the objects and containers have (see, e.g., the 2BP), and/or whether the objects can be rotated 253, as
well as other constraints and limitations. Both the one- and two-dimensional BP are strongly NP-hard 150.

BRKGA The Biased Random Key Genetic Algorithm is a EA with a continuous search space X ⊂ [0, 1]n and a decoding function γ
translating this space to something else and biased, uniform, and elitist mating strategies 99,153.The bias comes from the fact
that one of the parents used for the binary operation is biased to be of higher fitness than the other parent 99. Often, γ is the
Random Keys encoding 16,17 procedure translating X to permutations of the first n natural numbers 98. Sometimes, it is
actually a MA further refining the translation result with a LS 98. Sometimes the permutations are then further translated to
more complex data structures, such as Gantt charts for the JSSP 98, or packing plans for 2BP 3D packing 97.

C is a programming language, which is very successful in system programming situations 60,191,228.

Concorde is an exact solver for the TSP5,49,50, which could even solve the largest instance of TSPLib (with 85 900 cities) to optimality.

CSP The Cutting Stock Problem is about cutting shapes of a larger shape while reducing waste 150,157. It is closely related to the BP.



Glossary V

DB A database is an organized collection of structured information or data, typically stored electronically in a computer system.
Databases are discussed in our book Databases 225.

DBMS A database management system is the software layer located between the user or application and the database (DB). The
DBMS allows the user/application to create, read, write, update, delete, and otherwise manipulate the data in the DB 248.

EA An evolutionary algorithm is a metaheuristic optimization method that maintains a population of candidate solutions, which
undergo selection (where better solutions are chosen with higher probability) and reproduction (where mutation and
recombination create a new candidate solution from one or two existing ones, repectively) 9,226.

EAX Edge assembly crossover is a binary operator to be used inside a EA for the TSP 173–175. It belongs to the SOTA on that field.

FFA Frequency Fitness Assignment (中文: 频率适应度分配) is a algorithm plugin for optimization methods applied to discrete or
combinatorial problems with not-too-many different possible objective values 236,238,239. It replaces the objective values in all
comparisons with their absolute encounter frequency so far during the search. FFA has successfully been applied to the
MaxSAT 238,239, the TSP 143,144, and the QAP 43,216, amongst others. Its properties have been intensely researched on discrete
benchmark functions such as OneMax, LeadingOnes, Trap, TwoMax, Jump, and Plateau 238,239,250. The most common
realizations of FFA so far are the (1 + 1) FEA and FRLS.

FSSP The Flow Shop Scheduling Problem is a variant of a JSSP where all products go through the same sequence of machines 101,125.

GA A Genetic Algorithm is an EA usually for bit-string based search spaces 9,53,95,163,169,226 (although many researchers use the terms
EA and GA synonymously). It is a population-based metaheuristic applying a unary and a binary search operater as well as a
selection scheme. The original GA is the Standard Genetic Algorithm (SGA), which today is considered outdated. Modern
variants are the Greedy (2 + 1) GA and the Self-Adjusting (1 + (λ, λ)) Genetic Algorithm (Self-Adjusting (1 + (λ, λ)) GA) as
well as bit-string based (µ + λ) EAs.



Glossary VI

Gantt chart Gantt charts are two-dimensional diagrams illustrating the steps of a process 127,244. Their horizontal axis represents the time,
the vertical axis represents work packages, machines, or workers. In the diagram area, bars located at certain vertical locations
indicate that the work package, machine, or worker is processed or works at the time range covered by the bar as projected to
the horizontal axis.

GPX Generalized Partition Crossover (GPX) is a binary operator for EAs for the TSP 243. It is respectful, because the generated
tour inherits all edges common to both parents. It is transmits alleles, because it only uses edges that occur in at least one
parent. It belongs to the SOTA on the TSP, especially if used in conjunction with LKH 218.

GRASP A Greedy Randomized Adaptive Search Procedure is a metaheuristic where each cycle consists of two main components 78,80,81:
First, a starting point is generated using a heuristic method (as opposed to being randomly sampled). Then, a LS is applied
to refine the solution. Then, another cycle starts and proceeds in the same way. The overall best solution is retained as result.
Many examples of applications of GRASPs are listed in 81. GRASP in combination with VND has been applied to the
2BP|O|F in 182.

Greedy (2 + 1) GA The Greedy (2 + 1) GA 39,40,208,209 is an EA for bit-string based search spaces, i.e., a GA. It was shown to be twice as fast as
any mutation-only EA on OneMax 208,209.

IBL The improved bottom left heuristic is a one-shot algorithm constructing a solution for 2BP 147. For the 2BP|O|F problem
variant, the input of the IBL algorithm is a permutation of the first n natural numbers, each number identifying one rectangle
to be packed. For the 2BP|R|F problem flavor, the permutation elements are signed, where a negative sign indicates a rotation
by 90◦ 147. In 252,253 it is adapted to a multi-bin situation as follows: The algorithm iterates over the (potentially signed)
permutation x and places the rectangles into the packing plan in the prescribed order. It first places the rectangle outside on
top of the current bin b, with its bottom-right corner onto the top-right corner of the current bin b. It then moves the
rectangle downwards and leftwards as far as possible, prioritizing the downward movement whenever possible. If the rectangle
cannot be moved any further, it checks if it is completely contained in the bin b. If yes, it can remain there. Otherwise, a new
bin is opened (b← b + 1) and the rectangle is placed at its bottom-left corner. Once a new bin is opened, this bin is used for
all further insertions. IBL is suitable as a decoding function γ inside an EA 147. Historically, it improves upon the
BL algorithm 120: That algorithm cannot represent all possible optimal packings using a permutation, but the IBL can 147.
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ILS An iterated local search is a variant of the LS which applies cycles of local search and perturbation 207. First, an initial solution
is generated and refined by the local search. Then the cycle begins: A perturbation, i.e., a large search move that likely
destroys a good part of the solution, is applied. The resulting new solution is refined by local search. Then, an acceptance
criterion decides whether we should use this or the previous solution to continue in the next cycle. ILS has successfully been
applied to the QAP.

Ising Model The Ising models are benchmark problems for bit-string based black-box search 66,82,83,250. Here, a neighborhood is defined
around each bit. The bit needs to have the same value as all bits in the neighborhood structure T . Thus, we try to achieve
that all bits have the same value. The objective function f(x) of the minimization variant of this problem family can be
defined as f(x, T ) =

∑︁
(i,j)∈T

⃓⃓
xi − xj

⃓⃓
, where T contains the index pairs of neighboring bits and is defined differently for

the Ising model instances Ising 1D and Ising 2D. The problems are highly epistatic, as all variables interact with some other
variables.

Ising 1D The 1D is a benchmark problem for bit-string based black-box search 66,83,250. The bits are arranged in a one-dimensional ring
and we try to minimize the number of bits that have different values than their neighbors. Hence, the neighborhood
structure T is defined as T1D = {(i + 1, (i + 1 mod n) + 1) | i ∈ [0..n− 1]}. The problems are highly epistatic, as all
variables interact with some other variables. The (1 + 1) EA has an expected runtime in O(n3) on 1-Dimensional Ising
Model (Ising 1D) 83.

Ising 2D The 2D is a benchmark problem for bit-string based black-box search 66,82,250. The bits are arranged in a two-dimensional torus
and we try to minimize the number of bits that have different values than their neighbors. Hence, the neighborhood
structure T = T2D is defined as the set of all {(α + βN, γ + δN)} pairs with α, β, γ, δ ∈ 0..N − 1 and either
()γ = (α + 1) mod N and δ = β) or (γ = α and δ = (β + 1) mod N) with n = N2. The problems are highly epistatic, as
all variables interact with some other variables. On a similar class of problems, the (1 + 1) EA has an exponential expected
runtime 82.

Java is another very successful programming language, with roots in the C family of languages 29,154.
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JSSP The Job Shop Scheduling Problem 28,45,101,137 is one of the most prominent and well-studied scheduling tasks. In a JSSP
instance, there are m machines and k jobs 210. Each job must be processed once by each machine in a job-specific sequence
and has a job-specific processing time on each machine. The goal is to find an assignment of jobs to machines that results in
an overall shortest makespan, i.e., the schedule (Gantt chart) which can complete all the jobs in the shortest time. The JSSP
is NP-complete 42,136,137. The 8 most common sets of JSSP benchmark instances are abz 1, dmu 57, ft 84, la 139, orb 6, swv 205,
ta 210, and yn 247.Their data can be found (sometimes partially) in several repositories, such as the OR-Library 18,19, 201, and 227,
the latter of which also contains many results from existing works. Encodings based on permutations with repetition are
proposed in 26,27,90,200 and used in 238. The SOTA of the JSSP includes 98,108,181,184,202,224,251.

Jump The Jump problem is a benchmark problem for bit-string based black-box search 72,87,250. Like the OneMax, it tries to maximize
the number of 1 bits in a bit string of chosen length n. However, the solutions representing the last ω bits around the
optimum to flip are deceptive, meaning that they are actually worse and getting worse than surrounding solutions. The
objective function f(x) of the minimization variant is n−∥x∥1 if ∥x∥1 = n or ∥x∥1 ≤ n−ω hold, and ω + ∥x∥1 otherwise,
where ∥x∥1 =

∑︁n
i=1 xi. This means that, the larger ω, the larger the deceptive basin around the optimum that an algorithm

needs to cross. An (1 + 1) EA will converge to the resulting local optimum and thus have an expected runtime of
Θ(nω + n lnn) 72.In experiments, the (1 + 1) FEA achieves polynomial runtime on Jump, seemingly in O(n2 lnn) 238,239,250.

LABS Low-Autocorrelation Binary Sequences are bit strings of length n whose autocorrelation is as low as
possible 31,33,34,58,59,88,161,164,171,179,190. This means that sub-sequences of any length 1 ≤ k < n should ideally never repeat. The
objective function f : {0, 1}n ↦→ N0 represents the energy of a bit string x and is subject to minimization. We can define it

as f(x) =
∑︁n−1

k=1

(︂∑︁n−1−k
i=0 si · si+k

)︂2
with sj = 2xj − 1. Such sequences are needed for communication

engineering 33,34,171, cryptography58,171, as well as modulation pulses in radar and sonar ranging179. The LABS is NP-hard 219.
The SOTA on LABS contains 31,34,58,59,171.
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LeadingOnes The LeadingOnes problem is a benchmark problem for bit-string based black-box search 196,242,250. It tries to maximize the
number of leading 1 bits in the bit string of a chosen dimension n. The objective function f(x) of the minimization variant of
this problem can be defined as f(x) = n−

∑︁n
i=1

∏︁i
j=1 xj . Different from OneMax, the contribution to the objective value

of the bit at index i thus depends on the state of all the bits before this index. The problem is unimodal, i.e., has only a single
global optimum and no local optimum. Different from OneMax, it is not separable, i.e., we can optimize each variable
separately. The expected runtime of (1 + 1) EA on LeadingOnes is in Θ(n2) 72. The average runtime (1 + 1) FEA on
LeadingOnes seems to be slower by factor proportional to n, i.e., seems to be in O(n3) 238.

LK The Lin-Kernighan (LK) algorithm 146 is a SLS method for the TSP. The LK algorithm performs iterative k-opt moves, i.e., in
each step, it constructs the two sets X and Y of k edges such that removing the edges in X from the current tour T and then
adding the edges from Y to T results in a better tour.The LK algorithm is one of the most classical approaches to the TSP.

LKH The Lin-Kernighan-Helsgaun algorithm 50,106,107 is a SLS method for the TSP based on the Lin-Kernighan (LK) algorithm 146.
LKH-1 was proposed in 107 and LKH-2 in 106. It holds the record in the World TSP 51 as of 2025.

LS A local search is an algorithm where a single “current” candidate solution is maintained and new solutions are selected from its
neighborhood in each step. Most LSes are randomized, i.e., stochastic local search (SLS).

MA A Memetic Algorithm is an EA where each new solution is refined by a LS before it enters the population 226. As LS, we can
use, e.g., RLS, but TS 44,85 is maybe a better choise. Some SOTA algorithms in some domains may be classified as MAs, e.g.,
Lin-Kernighan Helsgaun (LKH) basically uses a population that is refined via a local search. MAs also worked well on the
JSSP 44,108 and the TSP 85.

MaxSAT The goal of satisfiability problems is to find an assignment for n Boolean variables that make a given Boolean
formula F : {0, 1}n ↦→ {0, 1} become true. In the Maximum Satisfiability problem (MaxSAT) 109, F is given in conjunctive
normal form, i.e., the variables appear either directly or negated in m “or” clauses, which are all combined into one “and.” The
objective function f(x), subject to minimization, computes the number of clauses which are false under the variable setting x.
If f(x) = 0, then all clauses of F are true, which solves the problem. The MaxSAT problem is NP-complete 48 and exhibits
low epistasis but deceptiveness 193, making it hard for local searches. Typical benchmark instances can be found in SATLIB,
which contains smaller-scale instances, and the up-to-date MSE, providing SOTA benchmarks, algorithms, and results.
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metaheuristic A metaheuristic is an optimization algorithm which performs a cycle of trial and error during which candidate solutions are
sampled from the solution space Y and evaluated using an objective function f : Y ↦→ R 93,226. The results of the objective
function are used to decide which solution is promising. The neighborhoods around promising solutions or similarly-structured
solutions are then sampled in the next cycle. Prominent metaheuristics are SLSes, SA, TS, and EAs.

moptipy is the Metaheuristic Optimization in Python library 237. It has been used in several different research works,
including 43,143–145,216,246,252,253. Algorithms implemented by moptipy include EAs, (1 + 1) EA, RLS, SA, and the (1 + 1) FEA,
amongst others. Learn more at https://thomasweise.github.io/moptipy and https://thomasweise.github.io/moptipyapps.

MSE The MaxSAT Evaluation is a regularly updated set of benchmark instances for the MaxSAT 117. It also includes solver software
and benchmark results 222.

N-Queens The N-Queens Problem is a benchmark problem for bit-string based black-box search 66,250. The goal is to arrange N queens
on an N ×N chessboard so that none can attack the other. The search space has thus dimension n = N2, with each bit
standing for a field and encoding whether or not a queen is placed there. The objective function f(x) of the minimization
variant is N −

(︁∑︁n
i=1 xi

)︁
−N

∑︁
ξ max

{︁
0, Qξ(x)− 1

}︁
where Qξ(x) is the number of queens in the horizontal, vertical, or

diagonale ξ. The problem is quite epistatic.

NuWLS a SLS algorithm by Chu, Cai, and Luo [46] for solving the (Weighted) Partial MaxSAT problem.

OneMax OneMax is the simplest possible benchmark problem for bit-string based black-box search 73,172,250. The goal is to maximize the
number of 1 bits in the bit string of a chosen dimension n. The objective function f(x) of the minimization variant of this
problem can be defined as f(x) = n−

∑︁n
i=1 xi. The problem is unimodal, i.e., has only a single global optimum and no

local optimum. It is fully separable, i.e., we can optimize each variable separately. The expected runtime of (1 + 1) EA on
OneMax is in Θ(n lnn) 62,172. The average runtime (1 + 1) FEA on OneMax seems to be slower by factor proportional to n,
i.e., seems to be in O(n2 lnn) 238.

https://thomasweise.github.io/moptipy
https://thomasweise.github.io/moptipyapps
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OR Operations Research (or Operational Research) is the application of sciences such as mathematics and computer science to
the management and organization of systems, organizations, enterprises, factories, or projects. It encompasses the
development and application of problem-solving methods and techniques (such as mathematical optimization, simulation,
queueing theory and other stochastic models) with the goal to improve decision-making and efficiency 54.

OR-Library is a library of benchmark instances for various OR problems 18,19 located at
https://people.brunel.ac.uk/~mastjjb/jeb/info.html. It contains instances of the JSSP, 1D- and 2D-Packing, Knapsack,
periodic TSPs, amongst others.

Plateau The Plateau problem is a benchmark problem for bit-string based black-box search 4,250. It is structured exactly like Jump, but
instead of being deceptive, the last ω bits to flip around the optimum are neutral. The objective function f(x) of the
minimization variant is n−∥x∥1 if ∥x∥1 = n or ∥x∥1 ≤ n− ω hold, and ω otherwise, where ∥x∥1 =

∑︁n
i=1 xi. This means

that, the larger ω, the larger the neutral plane around the optimum that an algorithm needs to cross. An (1 + 1) EA has an
expected runtime of Θ(nω) on plateaus 4. The average runtime of the (1 + 1) FEA on Plateaus is slower by a factor
seemingly proportional in n.

PostgreSQL An open source object-relational DBMS 79,178,189,214. See https://postgresql.org for more information.

Python The Python programming language 112,140,156,229, i.e., what you will learn about in our book 229. Learn more at
https://python.org.

QAP The Quadratic Assignment Problem is an optimization problem where the goal is to assign a set of n facilities to a set of
n locations 36,43,130,151. Such an assignment can be represented as a permutation x of the first n natural numbers, where
xi specifies the location where facility i should be placed. For each QAP instance, a distance matrix A is given, where
A[a, b] specifies the distance from location a to location b, as well as a flow matrix B, where B[i, j] is the amount of material
flowing (e.g., daily) from facility i to facility j. The objective function f(x) then rates a permutation x
as f(x) =

∑︁n
i=1

∑︁n
j=1 A[xi, xj ] ∗ B[i, j]. The QAP is NP-complete 71,197 and even among this problem class, is considered

as particularly hard for metaheuristics 20,36,151,207. The QAP has applications such as building layout 52,76,131, keyboard layout 38,
circuit design 77, wiring 204, and scheduling 203. Typical benchmark instances can be found in QAPLIB. SOTA algorithms for
the QAP include 20,85,162,168,212,213.

https://people.brunel.ac.uk/~mastjjb/jeb/info.html
https://postgresql.org
https://python.org
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QAPLIB is a library of 136 benchmark instances for the Quadratic Assignment Problem (QAP) 35,37, 28 of which have not yet been
solved to optimality 3 (at least by 2023).

Random Keys encoding is a decoding procedure γ : X ↦→ Y that maps a continuous search space X ⊂ [0, 1]n which is a subset of the
n-dimensional real numbers to the space Y of permutations of the first n natural numbers 16,17. For example, on n = 5, the
vector x = (0.49, 0.91, 0.33, 0.75, 0.51) is translated to the permutation y = (3, 1, 5, 4, 2), because x3 = 0.33 has the
smallest value, putting 3 at the beginning, x1 = 0.49 the second-smallest, placing 1 second, . . . , and x2 = 0.91 being the
largest value meaning that the last number in y will be 2 17. The advantage of the encoding is that we can search in X
applying arbitrary mathematical operators, crossover, and mutation procedures, but will always get correct permutations. The
disadvantage is that |X| ≫ |Y| and that there actually is no meaning underpinning moves in X in relation to their projected
result in Y.

RLS Randomized local search retains the best solution xc discovered so far during the search and, in each step, it applies a unary
search operator to this best-so-far solution xc and derives a new solution xn. If the new solution xn is better or equally good
when compared with xc, i.e., not worse, then it replaces it, i.e., is stored as the new xc. If the search space are bit strings of
length n, then RLS uses a unary search operator that flips exactly one bit. This operator is the main difference to (1 + 1) EA.

FRLS The RLS with FFA plugged in 250. On the discrete bit-string domains, this algorithm has a very specific structure: Its unary
search operator flips exactly one bit, distinguishing it from the unary operator in the (1 + 1) FEA, which flips each bit with
probability 1/n. On other domains, such as permutations, we use the term synonymously with (1 + 1) FEA.

RTS Reactive Tabu Search is a variant of TS where the length of the tabu list is adapted to the problem and to the current
evolution of the search, and an escape strategy for diversifying the search is used when that is not sufficient 12–15. It has
successfully been applied to a wide range of problems, from the QAP 13,14, to Knapsack problems 12,14, the N-K landscape 12 to
the training of neural networks 15.

SA Simulated Annealing is a SLS that sometimes accepts a worse solution 41,119,126,186,226. The probability to do so decreases over
time and with the difference in objective values, i.e.,is the lower the worse the new solution is. SA performed well on a variety
of problems, including the QAP 166,217 and the JSSP 181.
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SATLIB is a library of benchmark instances for the Maximum Satisfiability (MaxSAT) available at
https://www.cs.ubc.ca/~hoos/SATLIB/index-ubc.html 110,111.

Self-Adjusting (1 + (λ, λ)) GA The Self-Adjusting (1 + (λ, λ)) GA is a theory-inspired EA for bit string-based search spaces 40. It has linear
runtime on the OneMax problem 61.

SGA The Standard Genetic Algorithm 9,53,95,163,169,226 was the first EA. It maintains a population of solutions and applies mutation and
crossover to generate offspring solutions. It uses fitness proportionate selection to choose which solutions should “survive” into
the next generation, which today is considered a very bad design choice, see, e.g., 242.

SLS Stochastic local search is a local search (LS), one of the simplest metaheuristic search paradigms 109: A single “current”
candidate solution is maintained and new solutions are stochastically sampled from its neighborhood, i.e., in a way that
involves random numbers. If these solutions are deemed interesting based on their objective value, they replace the “current”.
The cycle continues. Basic examples are RLS and (1 + 1) EA. More complex examples that add mechanisms to escape local
optima on top of the SLS paradigm are TS and SA.

SOTA State-of-the-Art, i.e., the best-performing methods for a field or problem type

STSP A symmetric Traveling Salesperson Problem is a special case of the TSP, where the n× n distance matrix A is symmetric,
i.e., A[a, b] = A[b, a]∀a, b ∈ 1..n.

Trap The Trap problem is a benchmark problem for bit-string based black-box search 72,176,250. It is structured exactly like OneMax,
however the worst and the best solution are swapped. This makes the problem highly deceptive, as following the “gradient” in
the search space leads the search away from the global optimum. For bit strings of length n, the objective function f(x) of
the minimization variant is 0 if ∥x∥1 = 0 and n− ∥x∥1 + 1 otherwise, where ∥x∥1 =

∑︁n
i=1 xi. An (1 + 1) EA will

converge to the resulting local optimum and thus have an expected runtime of Θ(nn)72. In experiments, the (1 + 1) FEA
achieves polynomial runtime on Trap, seemingly in O(n2 lnn) 238,239,250.

https://www.cs.ubc.ca/~hoos/SATLIB/index-ubc.html
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TS Tabu Search is one of the most successful SLSes 91,92,94,121. In order to avoid returning to previous solutions, it declares certain
solutions or search moves as “tabu.” For example, if a bit in a discrete problem has been flipped by the search operator, it may
be forbidden to flip the bit again for some time, thus preventing the algorithm from getting trapped in a cycle. This rule may
be overridden if a new best-so-far solution is discovered that outperforms all previous solutions, in which case it would be
accepted (this is the so-called aspiration criterion). TS has performed well on the QAP 13,14,165,168,211,212 and on the
JSSP 177,184,185,202,251.

TSP In an instance of the Traveling Salesperson Problem, also known as Traveling Salesman Problem, a set of n cities or locations
as well as the distances between them are given 5,103,138,143,230,241. The goal is to find the shortest round-trip tour that starts at
one city, visits all the other cities one time each, and returns to the origin. The TSP is one of the most well-known NP-hard
combinatorial optimization problems 89,103,132. The TSP has many applications5, including in transportation, logistics, (circuit)
plotting and drilling problems102, telescope aiming, and genome sequencing. Solutions are often encoded as permutations x of
the first n natural numbers, where each city gets a number and the order of numbers in the permutation corresponds to the
order of cities in the tour. The distances between the n cities are usually given in a n× n distance matrix A, where A[a, b] is
the distance from city a to city b with a, b ∈ 1..n. Then, the objective function subject to minimization
is f(x) = A[xn, x1] +

∑︁n−1
i=1 A[xi, xi+1]. Typical benchmark instances can be found in TSPLib 194,195, the 8th DIMACS

challenge122–124, and the World TSP repository51.

TSPLib is a library of benchmark instances for the Traveling Salesperson Problem (TSP) 194,195. Its original URL was available until
2025 and then became defunct. The repository https://github.com/shredderzwj/TSPLIB contains the data. Additionally, you
may also check https://github.com/thomasWeise/tspSuite, which contains all the TSPLib instances as well as Java code to
load them. The TSPLib contains 110 instances of the symmetric Traveling Salesperson Problems (STSPs) with scales n
ranging from 14 to 85 900, but 93 instances have less than 2000 nodes. There also are 19 asymmetric Traveling Salesperson
Problems (ATSPs) with scales n ∈ 17..443.

https://github.com/shredderzwj/TSPLIB
https://github.com/thomasWeise/tspSuite
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TTP The Traveling Tournament Problem is the combinatorial optimization problem of both efficiently and fairly organizing a
tournament of n teams that play against each other in a pairwise fashion 75,246. The efficient part boils down to arranging the
games such that the total travel length is short, which is somewhat similar to the classical TSP. Initially, each team is at its
home location. On each day, a team needs to travel if its scheduled game is not at its present location. On the last day, each
team may need to travel back home unless their last game is a home game. The total travel length sums up the lengths of all
travels over all teams. The fair part is represented in several constraints, such as doubleRoundRobin, compactness,
maxStreak, and noRepeat. The TTP is NP-hard 223.

TwoMax The TwoMax problem is a benchmark problem for bit-string based black-box search 87,221,250. It has a global and a local
optimum, both of about the same size, at opposite ends of the search space. For bit strings of length n, the objective
function f(x) of the minimization variant is 0 if ∥x∥1 = n and 1 + n−max

{︁
∥x∥1 , n− ∥x∥1

}︁
otherwise, where

∥x∥1 =
∑︁n

i=1 xi. An (1 + 1) EA has a 50/50 chance to converge to the local or global optimum and thus has an expected
runtime in Θ(nn) 86,87. In experiments, the (1 + 1) FEA achieves polynomial runtime seemingly in O(n2 lnn) on
TwoMax 238,239,250.

URI A Uniform Resource Identifier is an identifier for an abstract or physical resource in the internet 249. It can be a URL, a name,
or both. URIs are supersets of URLs. The connection strings of the PostgreSQL DBMS are examples of Uniform Resource
Identifiers (URIs).

URL A Uniform Resource Locator identifies a resource in the World Wide Web (WWW) and a way to obtain it by describing a
network access mechanism. The most notable example of URLs is the text you write into web browsers to visit websites 24.
URLs are subsets of URIs.

VND Variable Neighborhood Descend; see VNS. VND in combination with GRASP has been applied to the 2BP|O|F in 182.
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VNS Variable Neighborhood Search is a metaheuristic framework combining a systematic change of neighborhood with LS 104,170. A
neighborhood structure in LS defines which solutions can be reached from a given solution within one search step. Usually,
one uses a single unary operator and, hence, has a single neighborhood structure. However, for many problems, we can easily
design many operators. For permutations, for example, one operator may swap two elements, another one may reverse a
section of the permutation, and yet another one, while yet another one may rotate a subsequence one step to the left or
right 230. In the VNS framework, a multiple neighborhoods are investigated in a systematic fashion. Assume that we have a
list of neighborhood structures. Variable Neighborhood Descend (VND) works in a deterministic fashion. It finds the best
solution that can be reached in one step from the current solution under the current neighborhood. If this is better than the
current solution, we accept it and continue with the first neighborhood. Otherwise, we continue with the next neighborhood
in the list. In Basic VNS, instead of picking the best move from the current neighborhood, the first improving move is used.
Also, at the beginning of each cycle, a random point from the current neighborhood around the current solution is chosen as
starting point.

W-Model The W-Model is a tunable benchmark function for bit-string based black-box search 232,240.It allows you to adjust the amount
of ruggedness, deceptiveness, epistasis, and uniform neutrality in the search space.

WalkSAT a SLS algorithm by Selman, Kautz, and Cohen [199] for solving the MaxSAT problem.

WWW World Wide Web 23,55

◦⋆ the superscript ⋆ symbol denotes that ◦ is a global optimum, i.e., there is no better solution than ◦.
i..j with i, j ∈ Z and i ≤ j is the set that contains all integer numbers in the inclusive range from i to j. It always holds that

i..j ⊂ Z. For example, 5..9 is equivalent to {5, 6, 7, 8, 9}

A the n× n distance matrix. A[a, b] indicates the distance between locations a and b with a, b ∈ 1..n. A distance matrix can
be symmetric, in which case A[a, b] = A[b, a] ∀a, b ∈ 1..n. Distance matrices represent the problem instance data in TSPs
and part of the instance data of QAPs.
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B the n× n flow matrix. B[a, b] is the flow of goods between locations a and b with a, b ∈ 1..n. Flow matrices are one half of
the problem instance data of QAPs.

f(y) The objective function f : Y ↦→ R can compute a cost or rating for each candidate solution y in the solution space Y. The
smaller this value, the better the solution, i.e., in the context of this work, objective functions are subject to minimization.
Objective functions are not necessarily continuous and it is also quite common that they have integer or natural numbers as
results, e.g., we often have f : Y ↦→ N0 instead of f : Y ↦→ R.

γ(x) The decoding function γ : X ↦→ Y translates point from the search space X to one point y in the solution space Y. It is a very
common case that X = Y and that the decoding function γ is the identity mapping. Examples for encodings that translate
from a simple search space X to a complex solution data structure Y are the IBL algorithm that translates (potentially signed)
permutations to two-dimensional packings on the 2BP, the permutation-based encoding of Gantt charts for the JSSP
from 26,27,90,200,231, or the permutation-based encoding of game plans for the Traveling Tournament Problem (TTP) from 246.
Encodings can also translate between types of search spaces. The Random Keys encoding, for example, translates
from [0, 1]n to permutations of the first n natural numbers..

k the number of jobs in an instance of the JSSP.

m the number of machines in an instance of the JSSP.
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n We usually use the value n ∈ N0 to denote the scale, i.e., the size of the problem to solve. This notion is very general in
computer science and not limited to optimization. For example, if we sort a list or search in a list, the scale n is the length of
the list, i.e., the number of elements in it. In a TSP, this may be the number of cities. In a discrete benchmark problem such
as OneMax or Trap, this may be the number of bits over which the problem is defined. In a QAP, this may be the number of
facilities and locations. In a MaxSAT problem, this may be the number of variables that are input to the Boolean formula that
we want to become true. There are also problems where the scale is not defined straightforwardly like this. For example, in a
JSSP, we have a number of machines and a number of jobs, which together define the size of the problem. But even then,
the scale n relates to the size of the solution space Y, and, hence, also of the search space X, which usually grow
exponentially with n. And this is already the main issue: The larger n, the (exponentially) larger the number of possible
solutions and thus, the larger the runtime of algorithms..

N0 the set of the natural numbers including 0, i.e., 0, 1, 2, 3, and so on. It holds that N0 ⊂ Z and that N0 = N1 ∪ {0}.
N1 the set of the natural numbers excluding 0, i.e., 1, 2, 3, 4, and so on. It holds that N1 ⊂ Z and that N1 = N0 \ {0}.
NP is the class of computational problems that can be solved in polynomial time by a non-deterministic machine and can be

verified in polynomial time by a deterministic machine (such as a normal computer) 100.

NP-complete A decision problem is NP-complete if it is in NP and all problems in NP are reducible to it in polynomial time 100,192. A
problem is NP-complete if it is NP-hard and if it is in NP.

NP-hard A problem is NP-hard if all problems in NP are reducible to it in polynomial time 100. Algorithms that guarantee to find the
correct solutions of NP-hard problems 42,48,137 have a worst-case runtime that grows exponentially with the problem scale.

Ω(g(x)) If f(x) = Ω(g(x)), then there exist positive numbers x0 ∈ R+ and c ∈ R+ such that f(x) ≥ c ∗ g(x) ≥ 0∀x ≥ x0
128,129. In

other words, Ω(g(x)) describes a lower bound for function growth.

O(g(x)) If f(x) = O(g(x)), then there exist positive numbers x0 ∈ R+ and c ∈ R+ such
that 0 ≤ f(x) ≤ c ∗ g(x)∀x ≥ x0

8,128,129,133. In other words, O(g(x)) describes an upper bound for function growth.

Θ(g(x)) If f(x) = Θ(g(x)), then f(x) = O(g(x)) and f(x) = Ω(g(x)) 128,129. In other words, Θ(g(x)) describes an exact order of
function growth.



Glossary XIX

R the set of the real numbers.

R+ the set of the positive real numbers, i.e., R+ = {x ∈ R : x > 0}.

X The search space X is the space through which an optimization algorithm navigates in order to find good solutions. The
search operators of metaheuristics are used to sample points x ∈ X, for example. On many benchmark problems, the objective
functions f directly evaluate the elements x ∈ X, i.e., are defined as f : X ↦→ R. However, very often these elements x are not
the same data structures that the user is interested in and/or that the objective functions evaluate: It is common that the
search space X is a simple and plain data structure that can be tackled with standard operations or mathematical tools, such
as real vectors Rn, permutations, or bit strings, whereas the solution space Y can be something more complicated. Then, the
user only cares about the solutions y ∈ Y and not about the search space X. A decoding γ : X ↦→ Y is employed to translate
the x ∈ X to y = γ(x) with y ∈ Y.

x a point in the search space X.

Y the set of candidate solutions of an optimization problem is called the solution space Y. The solution space corresponds to the
data structure holding the candidate solutions y. These are the elements that are passed to the user after the optimization
process is completed. They are also the parameters of the objective function(s) f : Y ↦→ R.

y a candidate solution y ∈ Y is one possible solution to an optimization problem. After the optimization process is completed,
one or multiple such solutions are passed to the user.

Z the set of the integers numbers including positive and negative numbers and 0, i.e., . . . , -3, -2, -1, 0, 1, 2, 3, . . . , and so on.
It holds that Z ⊂ R.
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